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Executive Summary - Abstract 

 
The purpose of this Deliverable is to describe the current status of the investigation and development of 
methods for highly dynamic virtualization solutions and their applicability within the 5G ESSENCE 
framework.  
 
From a broader perspective, the mentioned dynamic virtualization comprises at least of all the different 
aspects under the investigation of the Work Package 4 (WP4). These include:  

 the capability to provide an advanced and efficient virtualization platform to host the virtual 
services required by the 5G ESSENCE customers (which is in scope for Task 4.1);  

 the capability of dynamically monitoring the resource usage and efficiently allocate them in an 
automated fashion, using analytics and Machine Learning-based techniques (in scope for Task 4.2), 
and;  

 the orchestration of distributed services in an End-to-End manner (which relates to Task 4.3). 
 
One of the most important goals that 5G ESSENCE is aiming to with this document, is also the definition of a 
high-level integration plan, in the form of an architecture, which can be taken into account as “starting 
point” for the integration task (Task 4.4) while provisioning the infrastructure and integrating software 
modules that implement the required functionalities. The current proposal for the architecture is presented 
in the introduction of this deliverable and it is the result of the cooperation among all the partners involved 
in WP4, but it also takes into account the current development stage of the other work packages, namely 
WP3 for what concerns the management of radio resources and WP5, 6 and 7 for the Use Case support. 
The architecture might be subject to adjustments during the future activities of the project, accommodating 
more features and requirements required in other work packages. 
 
Starting from the description of the high-level architecture, the document then deeply discusses the specific 
aspects of each single building block, emphasizing their contribution to the overall 5G ESSENCE realization, 
the current status of work, any partial result obtained so far and future directions that might be further 
explored during the remainder of the project. 
 
From the Network Function Virtualization Infrastructure (NFVI) perspective, some potential area of 
improvement has been identified, which relates to both the usage of lightweight virtualization techniques 
(such as unikernels or containers), the adoption of hardware acceleration techniques for virtual switching 
and other improvements that might be included to support time constrained communication. 
 
From the dynamic monitoring perspective, an initial selection of the basic stack for the telemetry system of 
5G ESSENCE has been identified in Prometheus and initial considerations have been done on its application 
to highly distributed and hierarchical scenarios, such as the 5G ones. SLA monitoring capabilities for 
Prometheus are also discussed. 
 
From the resource allocation perspective, some platform resources have been identified as potential source 
of improvement for Virtual Network Function (VNF) performance and reduction of intra-VNF interference. 
Also Machine Learning approaches have been explored in order to efficiently allocate the resources across 
the infrastructure. Resource allocation for the radio resources has been taken into account as well, and 
some initial measurement of interest are discussed. 
 
Finally, from the end-to-end orchestration perspective, the analysis of requirements for the orchestration 
system led to the selection of Open Source MANO (OSM), OpenStack and OpenDaylight. Consideration 
related to pushing the MANO towards the edge have been reported, (and some experimental research has 
been performed for the application of lightweight orchestration systems (such as Kubernetes) at the very 
edge of the network (see Annex 1). In this context, also the problem of tracking resources across the overall 
infrastructure is discussed and the identification of the end-to-end security threats for 5G ESSENCE has also 
been explored. 
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5G-PPP Disclaimer:  
This Deliverable has been prepared by the 5G Initiative, via an inter 5G-PPP project collaboration. As such, the 
contents represent the consensus achieved between the contributors to the report and do not claim to be the 
opinion of any specific participant organisation in the 5G-PPP initiative or any individual member organisation. 
 
  



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2018 

 

 
Deliverable D4.1 (“Optimisation of virtualisation, orchestration, and resource allocation”)  
 4/101 

 

Version History 

Version Date Comments, Changes, Status Authors, contributors, reviewers 

0.1 10/04/2018 Release first complete draft of ToC WP4 partners 

0.2 03/05/2018 
Release first complete draft, including all 
contributions from partners 

WP4 partners 

0.3 03/05/2018 Updated Chapter 4 I2CAT 

0.4 04/05/2018 Updated Chapter 2 NEC 

0.5 11/05/2018 Insert comments for review INTEL, NEC, i2CAT, UPC, ISW, ATOS 

0.6 28/05/2018 
Deliverable released for final review to 
coordinator 

WP4 partners 

1.0 29/05/2018 
Final full editorial and conceptual review. 
Document ready for submission to the 
European Commission 

OTE 

 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2018 

 

 
Deliverable D4.1 (“Optimisation of virtualisation, orchestration, and resource allocation”)  
 5/101 

 

Contributors 

First Name Last Name Partner  Email 

Leonard Feehan INTEL leonard.feehan@intel.com  

Ioannis Giannoulakis NCSRD giannoul@iit.demokritos.gr  

Anja Butter NEC anja.butter@neclab.eu  

Roberto Gonzalez NEC roberto.gonzalec@neclab.eu  

Florian Schmidt NEC florian.schmidt@neclab.eu  

Yuri Volchkov NEC yuri.volchkov@neclab.eu  

Nicolas Weber NEC nicolas.weber@neclab.eu  

Shah Nawaz Khan FBK s.khan@fbk.eu  

Claudio Meani ITALTEL claudio.meani@italtel.com  

Antonino Albanese ITALTEL antonino.albanese@italtel.com  

Adam Flizikowski ISW a.flizikowski@is-wireless.com  

Sławomir Pietrzyk ISW s.pietrzyk@is-wireless.com  

Mateusz Jemielity ISW m.jemielity@is-wireless.com  

Elisa Jimeno ATOS Elisa.jimeno@atos.net 

Jose  Escobar ATOS Jose.escobar@atos.net  

Emmanouil Kafetzakis ORION mkafetz@orioninnovations.gr  

 Olga Segou ORION osegou@orioninnovations.gr  

Jordi Perez-Romero UPC jorperez@tsc.upc.edu  

Oriol Sallent UPC sallent@tsc.upc.edu  

Miguel  Catalan Cid I2cat Miguel.catalan@i2cat.net   

Javier  Fernandez Hidalgo I2cat Javier.fernandez@i2cat.net  

Pouria Sayyad Khodashenas I2cat pouria.khodashenas@i2cat.net  

August  Betzler I2cat August.betzler@i2cat.net   

Irene Karapistoli CPT irene.karapistoli@capritech.co.uk  

Grant Millar CPT grant.millar@capritech.co.uk  

Ioannis Chochliouros OTE ichochliouros@oteresearch.gr  

mailto:leonard.feehan@intel.com
mailto:giannoul@iit.demokritos.gr
mailto:anja.butter@neclab.eu
mailto:roberto.gonzalec@neclab.eu
mailto:florian.schmidt@neclab.eu
mailto:yuri.volchkov@neclab.eu
mailto:nicolas.weber@neclab.eu
mailto:s.khan@fbk.eu
mailto:claudio.meani@italtel.com
mailto:antonino.albanese@italtel.com
mailto:a.flizikowski@is-wireless.com
mailto:s.pietrzyk@is-wireless.com
mailto:m.jemielity@is-wireless.com
mailto:Elisa.jimeno@atos.net
mailto:Jose.escobar@atos.net
mailto:mkafetz@orioninnovations.gr
mailto:osegou@orioninnovations.gr
mailto:jorperez@tsc.upc.edu
mailto:sallent@tsc.upc.edu
mailto:Miguel.catalan@i2cat.net
mailto:Javier.fernandez@i2cat.net
mailto:pouria.khodashenas@i2cat.net
mailto:August.betzler@i2cat.net
mailto:irene.karapistoli@capritech.co.uk
mailto:grant.millar@capritech.co.uk
mailto:ichochliouros@oteresearch.gr


Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2018 

 

 
Deliverable D4.1 (“Optimisation of virtualisation, orchestration, and resource allocation”)  
 6/101 

 

Glossary 

Acronym Explanation 
3GPP The Third Generation Partnership Project 

4G 4th Generation  of Mobile Communications 

5G 5th Generation of Mobile Communications 

5G-PPP 5th Generation-Public Private Partnership 

ACI Application Control Interface 

ACK Acknowledgement 

ACL Access Control List 

ACM Association for Computing Machinery 

ANPI Average Noise Power Indicator 

AOA Angle of Arrival 

AP Access Point 

API Application Programming Interface 

APP, app Application 

ARM Advanced RISC Machine 

ASIC Application Specific Integrated Circuit 

BBU Baseband Unit 

BS Base Station 

BSS Business Support System 

C-RAN Cloud Radio Access Network 

CAT Cache Allocation Technology 

CC Cloud Computing 

CDN Content Delivery Network 

CDP Code and Data Prioritization 

CESC Cloud Enabled Small Cell 

CESCM Cloud Enabled Small Cell Manager 

CH CHannel 

CMT Cache Monitoring Technology 

COTS Commercial-off-the-Self 

CPU Central Processing Unit 

CQI Channel Quality Indicator 

cRRM Cooperative Radio Resource Management 

CS Carrier Sense 

cSD-RAN Centralised Software Defined Radio Access Network 

cSON centralised SON 

DC Data Centre 

DL DownLink 

DNS Domain Name System 

DoS Denial of Service 

DPDK Data Plane Development Kit 

DPI Deep Packet Inspection 

dRRM distributed RRM 

dSON distributed SON 

DTCH Dedicated Traffic CHannel 

DU Digital Unit 

DU Distributed Unit 

E2E End-to-End 

E-RAB Evolved Radio Access Bearer 

E-UTRA Evolved Universal Terrestrial Radio Access 

E-UTRAN Evolved Universal Terrestrial Radio Access Network 
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EBPF Enhanced Berkeley Packet Filter 

EC European Commission  

eMBB enhanced Mobile Broad Band 

EMS Element Management System 

ENISA European Union Agency for Network and Information Security 

EPA Enhanced Platform Awareness 

ETSI European Telecommunications Standards Institute 

EU European Union 

FAPI Functional Auditory Performance Indicator 

FCAPS Fault, Configuration, Accounting, Performance, Security 

FPGA  Field Programmable Gate Array 

GA Grant Agreement  

GB Giga Byte 

GPP General Purpose Processor 

GPRS General Packet Radio Service 

GPU Graphics Processing Unit 

GTP GPRS Tunnelling Protocol 

GUI Graphical User Interface 

H2020 Horizon 2020 

HARQ Hybrid Automatic Repeat Request 

HD High Definition 

HMAC Hash-based Message Authentication Code 

HTTP Hypertext Transfer Protocol 

HTTPS Hypertext Transfer Protocol Secure 

HW Hardware 

HWloc Hardware Locality 

I/O, i/o Input/Output 

ICIC Inter Cell Interference Coordination 

ICT Information and Communications Technology 

ID, id Identifier  

IEC International Electrotechnical Commission 

IEEE Institute of Electrical and Electronic Engineers 

IFEC In-Flight Entertainment and Connectivity 

IP Internet Protocol 

IPC Inter Process Communication 

IPVLAN IP VLAN 

IRS Infrastructure Repository Subsystem 

ISO International Organization for Standardization 

IT Information Technology 

ITIL Information Technology Infrastructure Library 

ITU International Telecommunication Union 

ITU-T International Telecommunication Union - Telecommunication Standardization 
Sector 

JaxB, JAXB Java Architecture for XML Binding 

JMX Java Management Extensions 

JSON JavaScript Object Notation 

KPI Key Performance Indicator 

KVM Kernel-based Virtual Machine 

LAN Local Area Network 

LCI Location Configuration Information 

Lib Library 

LLC Last-Level-Cache 

LSTM Long Short-Term Memory 

LTE Long Term Evolution 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2018 

 

 
Deliverable D4.1 (“Optimisation of virtualisation, orchestration, and resource allocation”)  
 8/101 

 

LTE-A Long Term Evolution - Advanced 

M2M Machine-to-Machine 

MA Monitoring Agent 

MAC Medium Access Control 

MAC Message Authentication Code 

MANO Management And Orchestration 

MB Mega Byte 

MBM Memory Bandwidth Monitoring 

MC Mission-Critical 

MCPTT Mission-Critical Push-to-talk 

MEC Mobile Edge Computing 

MF Monitoring Function 

MHz Mega Hertz  

MIB Master Information Block 

ML Machine Learning 

MNO Mobile Network Operator 

MPDU MAC Protocol Data Unit 

MPI Message Passing Interface 

NF Network Function  

NFV Network Function Virtualization 

NFVI Network Function Virtualization Infrastructure 

NFVO Network Function Virtualization Orchestrator 

NIC Network Interface Controller 

NMS Network Management System 

NO Network Operator 

NR New Radio 

NS Network Service 

NUMA Non-Uniform Memory Access 

OAI Open Archives Initiative 

ODL Open Daylight 

ONAP Open Network Automation Platform 

OPNFV Open Platform for NFV 

OS Operating System 

OSS Operation Support System 

OSM Open Source MANO 

OvS OpenvSwitch 

PCI Peripheral Component Interconnect 

PCIe Peripheral Component Interconnect Express 

PDCP Packet Data Converged Protocol 

PHY Physical layer 

PM Performance Management 

PNF Physical Network Function 

PoP Point of Presence 

PPP Public Private Partnership 

PRB Physical Resource Block 

PS Public Safety 

QCI Quality of Services Class Identifier 

QoE Quality of Experience 

QoS Quality of Service 

R&D Research and Development 

RAB Radio Access Bearer 

RAM Random Access Memory 

RAN Radio Access Network 

RAT Radio Access Technology 
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RCI Resource Control Interface 

RCPI Received Channel Power Indicator 

RDT Resource Director Technology 

RIA Research and Innovation Action 

RISC Reduced Instruction Set Computing 

RLC Radio Link Control 

RMSE Root-Mean-Square Error 

RPC Remote Procedure Call 

RR Round-Robin 

RRD Round-Robin Database 

RRH Remote Radio Head 

RRM Radio Resources Management 

RSNI Received Signal to Noise Indicator 

RSRP Reference Signal Received Power 

RU Radio Unit 

SC Small Cell 

SCaaS Small Cell as-a-Service 

SCNO Small Cell Network Operator 

SD Software-Defined  

SDN Software-Defined Networking 

SD-RAN Software-Defined Radio Access Network 

SFC Service Function Chaining 

SLA Service Level Agreement 

SLO Service Level Objective 

SNMP Simple Network Management Protocol 

SoA State-of-the-Art 

SON Self-Organising Network 

SR-IOV Single Root-Input Output Virtualization 

SSD Solid-State Drive 

STRIDE Spoofing, Tampering, Repudiation, Information disclosure, Denial of Service, 
Elevation of Privilege 

TCP Transmission Control Protocol 

TLB Translation Lookaside Buffer 

TS Technical Specification 

TTI Transmission Time Interval 

UDP User Datagram Protocol 

UE User Equipment 

UL UpLink 

URLL Ultra-Reliable Low Latency 

VCF VNF Composition Framework 

vDPI virtual DPI 

vGTP virtual GTP 

VIM Virtual Infrastructure Manager 

VLAN Virtual LAN 

VM Virtual Machine 

VMM Virtual Machine Monitor 

VNF Virtualized  Network Function 

VNFM Virtual Network Function Manager 

VNS Vagus Nerve Stimulation 

VoIP Voice over IP 

vRAN virtual RAN 

VSCNO Virtual Small Cell Network Operator 

VXLAN Virtual Extensible LAN 

SW Software 
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WG Working Group 

WiFi Wireless Fidelity 

WLAN Wireless LAN 

WP Work Package 

WS Web Services 

WWW, www World Wide Web 

XML eXtensible Markup Language 
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1 Introduction 
The 5G-PPP Phase-1 SESAME project [1] proposed an evolution of the concept of Small Cell (SC) by integrating 

into it some processing capacity, therefore introducing the so called Cloud Enabled Small Cell (CESC). Its main 

advantage is to provide support for the execution of applications and network services following Mobile Edge 

Computing (MEC) paradigm for those network scenarios characterised by high densification, allowing support 

for ultra-low-latency and user mobility. In SESAME, the platform is constituted by one or more clusters of 

CESCs, each of them supporting the execution of services at low and medium scale venues in a multitenant 

environment. The idea behind 5G ESSENCE is to leverage results from the SESAME project, (as well as from 

other 5G-PPP Phase-1 projects) providing an evolution of it and to “meet” the 5G-PPP Phase-2 requirements 

(such as covering the specific network needs of the vertical sectors and their interdependencies). 

Network Function Virtualization (NFV) is currently recognized as one of the “key enabling technologies” for the 

deployment of 5G networks, while the NFV Management and Orchestration (MANO) framework
1
 and its 

various aspects have been specified keeping view of management and orchestration of virtualized network 

functions and services. This deliverable discusses the initial approaches investigated and proposed for the 

virtualization, orchestration, and resource allocation efforts that are required within the 5G ESSENCE project. 

Moreover, the 5G ESSENCE innovative telemetry framework has been identified and “positioned” within the 

broader 5G area. Furthermore, we have also examined the way how the related ecosystem can enable service 

deployment, in particular for vertical-specific service needs. However, the core of the present work has been to 

introduce a proper architectural framework, based on the pillars of network function virtualization, mobile-

edge computing and cognitive management, to “address” the requirements of a robust and agile network 

management. In the context of the 5G ESSENCE approach, we have analysed and discussed the main 

architectural modules as well as their properties, per case, and have identified the framework for further 

introducing and implementing the system’s high-level architecture. The work is based on findings and/or results 

coming from previous EU-funded research projects (with major contributions coming from the SESAME project) 

but has been extended and adapted accordingly, to be able to fulfil the requirements coming from the related 

use cases, associated to vertical industries. 

In 5G ESSENCE, the target is to evolve the CESC and the CESC Manager (CESCM) to develop and demonstrate an 

innovative architecture, capable of providing Small Cell coverage to multiple operators “as-a-Service”, enriched 

with a two-tier architecture: a first distributed tier for providing low latency services and a second centralised 

tier for providing high processing power for computing-intensive network applications. To that end, 5G 

ESSENCE envisages to virtualise and to partition Small Cell capacity while, at the same time, it aims to support 

enhanced edge cloud services by enriching 5G ESSENCE with an edge cloud. 

The two-tier architecture composes the so called Edge Data Centre (Edge DC):  

 The first tier, referred to as Light Data Center (or Light DC), is composed of the computational 

resources deployed on the CESCs and it is intended to support service execution providing latency-

sensitive services to users, directly from the network edge;  

 The second tier, referred to as Main Data Centre (or Main DC), provides high processing power for 

compute intensive network applications. It also provides a more centralised view in order for the 

CESCM to orchestrate resources and services from an end-to-end (E2E) perspective and deliver the 

desired and required Quality of Service (QoS) to users and customers. 

                                                           
1
  Also see the framework proposed in: European Telecommunications Standards Institute (ETSI): NFV Management and 

Orchestration - An Overview, GS NFV-MAN 001 v1.1.1. ETSI (2014). 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2018 

 

 
Deliverable D4.1 (“Optimisation of virtualisation, orchestration, and resource allocation”)  
 16/101 

 

5G ESSENCE’s aim is to provide an integrated cloud infrastructure embracing both tiers of the Edge DC to 

enable management of the overall distributed infrastructure, viewing it as one single entity distributed across 

large geographic areas. Virtual Network Functions (VNFs) deployed for different tenants are required to be 

placed either on the Main DC or on the Light DCs as part of Service Function Chaining (SFC) deployments. In this 

context, 5G ESSENCE is looking towards data isolation, latency reduction and resource efficiency. In order to 

realize this vision, clear breakthroughs are required in the management of both radio and cloud resource, as 

initially discussed in Deliverable 2.2 [2]. 

As shown in Figure 1, the 5G ESSENCE architecture allows multiple network operators (tenants) to provide 

services to their users through a set of CESCs deployed, owned and managed by a third party (i.e., the CESC 

provider). In this way, operators can extend the capacity of their own 5G RAN in areas where the deployment of 

their own infrastructure could be expensive and/or inefficient, as it would be the case of e.g. highly dense areas 

where massive numbers of Small Cells would be needed to provide the expected services. 

 

 

An analysis of the possible Phase-1 service management system (CESC Manager – Network Function 

Virtualization Orchestrator (NFVO)) enhancements has been performed in order to adapt their operation for 

the two-tier cloud environment targeted by the project. The solution proposed in SESAME was based on a 

flexible Radio Access Network (RAN) enhanced with NFV capabilities. The joint radio-cloud architecture realized 

the concept of placing intelligence at the network edge, using NFV as an enabler, to build a cost effective and 

energy-efficient RAN.  
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In SESAME, the CESCM is the main management component in the architecture, covering the orchestration, 

management and configuration of NSs. It has a high-level knowledge of the virtual and physical resources 

available on the CRAN environment, including the radio access functionalities. Figure 2 depicts the internal 

architecture of the SESAME CESCM. The components involved in the system can be described as follows: the 

CESCM Portal is the graphical user interface (GUI) used by Small Cell Network Operator (SCNO) and Virtual 

SCNOs (VSCNOs) to interact with the platform capabilities. Such interaction is enabled by the northbound 

Interface
2
 which supports the data exchange and tenant configuration parameters with the Orchestrator. The 

NFV Orchestrator (NFVO) received the network service requests from the VSCNOs and mapped them to specific 

VNFs instances and service chaining configurations in the Light DC. The NFVO translates the references into 

requests able to be understood by the Virtual Infrastructure Manager (VIM). It also undertakes coordination 

with the VNF Manager (VNFM) for the creation, termination, monitoring and scaling of end-to-end service 

chain. The VNFM is the entity in charge of the lifecycle management of the VNFs, from deployment to 

termination, keeping track of their status to adjust their configuration, if needed. The EMS is the entity in 

charge of the key functionalities as fault, configuration, accounting, performance and security (FCAPS). It 

manages the traffic between the different network elements, coordinating configuration of multiple devices. 

The EMS associated to radio functions also includes autonomous “self-x” functionalities to reconfigure the 

mobile network. The Service Level Agreement (SLA) component enhances service reliability providing 

monitoring mechanisms to evaluate the performance of network services in the radio and cloud environments. 

It communicates with the NFVO, notifying faults in the system for it to perform the appropriate actions that 

assure the QoS guarantees of each service in a multi-tenant environment.  

5G ESSENCE envisages combining the MEC and NFV concepts with Small Cell virtualization in 5G networks and 

enhancing them for supporting multi-tenancy and for increasing the network capacity and the available 

computational resources at the edge. The purpose of the Edge DC is to provide Cloud services within the 

                                                           
2
  For more details see, for example: https://en.wikipedia.org/wiki/Northbound_interface  

Figure 2: SESAME CESCM architecture 

https://en.wikipedia.org/wiki/Northbound_interface
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network infrastructure and also to facilitate by promoting and assisting the exploitation of network resource 

information. To this end, all the normally hardware located modules of the Light DC and the Main DC will be 

delivered as resources using novel virtualization techniques. Both networking and computing virtualization 

extensions will be developed by using open frameworks (such as OPNFV
3
). The combination of the proposed 

Edge DC architecture with the concepts of NFV and Software Defined Networking (SDN) will facilitate achieving 

higher levels of flexibility and scalability. As depicted in Figure 3, the Main DC will be able to execute different 

SCs and VNFs under the control of the CESCM; in particular, the Main DC hosts the cSD-RAN controller which 

performs cooperative Radio Resource Management (cRRM) decisions for handling efficiently the 

heterogeneous access network environment composed of different access technologies (such as 5G RAN, LTE, 

and Wi-Fi). These radio access networks can be programmable and under the supervision of the centralised 

controller. The cSD-RAN controller updates and maintains the global network state in the form of a database 

called as “RAN Information”, which includes, among other elements, an abstraction of the available radio 

resources in the CESC cluster. This abstraction takes the form of a “3D Resource Grid” that characterises the 

resources in the domains of time/space/frequency. The RAN Information will be used by the cRRM to perform 

the resource allocation decisions (e.g., scheduling). The cSD-RAN controller can also host centralised Self-

Organizing Network (cSON) functionalities that need to coordinate multiple small cells, so they are not 

appropriate for running at the Light DC (for example, this could be the case of Inter Cell Interference 

Coordination (ICIC
4
) functions). Other distributed (dSON) functions and/or distributed RRM (dRRM) functions 

that are of low complexity and that do not involve the coordination of multiple small cells will run at the Light 

DC. For example, this could be the case of an admission control function
5
 that only takes decisions based on the 

current load existing at a given cell. 

The orchestrator will be able to operate with different kinds of virtual resources over multiple and flexible NVI-

PoPs, and to execute efficient and live placement of virtual resources, according to the different use cases and 

scenario supported by the project. Moreover, in accordance with the suggestion to adopt a hierarchical 

approach for service management, and in order to improve efficiency and to avoid bottlenecks, the possibility 

of implementing an evolved tier-based orchestration will be analysed. 5G ESSENCE telemetry and orchestration 

plan, takes also into account approaches to flexibly manage the clustering over multiple PoPs and the 

automation of FCAPS management functions. Different enhancements at various levels of the principal ETSI 

MANO NFV framework elements (VIM, VNFM and NFVO) in the context of CESC deployments will be targeted. 

Performance and security threats will be assessed as well, using data coming from telemetry modules and 

smart prediction algorithms. 

The work realised so far in Work Package 4 can be summarised in Figure 3, where a provisional proposed 

architecture is shown. The architecture embraces the overall work that relates to Tasks 4.1 (Advanced and 

Efficient Virtualisation Platforms), 4.2 (Dynamic Telemetry and ML-based Resource Allocation) and 4.3 

(Orchestration of Distributed End-to-End Services) and it represents a starting point for the activities of Task 4.4 

(Pre-Integration & Testing).  

                                                           
3
  Open Platform for NFV (OPNFV) facilitates the development and evolution of NFV components across various open 

source ecosystems. Through system level integration, deployment and testing, OPNFV creates a reference NFV platform 
to accelerate the transformation of enterprise and service provider networks. For more details see: 
https://www.opnfv.org/  

4
  Inter-Cell Interference Coordination (ICIC) techniques present a solution by applying restrictions to the radio resource 

management (RRM) block, improving favourable channel conditions across subsets of users that are severely impacted 
by the interference, and thus attaining high spectral efficiency. For more details see, inter-alia: 
https://en.wikipedia.org/wiki/Inter-Cell_Interference_Coordination_(ICIC)  

5
  Admission control is a validation process in communication systems where a check is performed before a connection is 

established to see if current resources are sufficient for the proposed connection. 

https://www.opnfv.org/
https://en.wikipedia.org/wiki/Inter-Cell_Interference_Coordination_(ICIC)
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The remainder of the document discusses the current status of work for each of the building blocks of this 

architecture. 

 

The state-of-the-art (SoTA) in relation to the Network Function Virtualization Infrastructure (NFVI) requires 

some enhancements in order to support the performant and deterministic execution of Virtual Network 

Functions and the fast instantiation of VNFs that is needed for 5G, in order to timely respond to variations 

happening in the network. Some of the improvements required fall in the space of the virtualization and 

embrace components such as hypervisors
6
 and network virtualization.  

The enhancements envisioned within the scope of the NFVI for 5G ESSENCE are discussed in Section 2 of the 

deliverable, where a state-of-the-art of the most common virtualization techniques available for VNFs is 

discussed: mainly Virtual Machines
7
 (VMs), unikernels

8
 and containers

9
. These solutions are subject to a 

comparison in order to determine the “best fit” for the different use cases supported by 5G ESSENCE and to 

provide the selection criteria to lead the case-by-case selection of the technology to use for specific scenarios. 

Moreover, techniques for the efficient inter-VNF communication are discussed, such as potential improvements 

to virtual switching technologies and hardware-based switching technologies. Also, time constrained inter-VNF 

                                                           
6
  A hypervisor or virtual machine monitor (VMM) is computer software, firmware or hardware that creates and 

runs virtual machines. For more informative details see, among others: https://en.wikipedia.org/wiki/Hypervisor  
7
  In computing, a virtual machine (VM) is an emulation of a computer system. Virtual machines are based on computer 

architectures and provide functionality of a physical computer. Their implementations may involve specialized 
hardware, software, or a combination. For more informative details also see, inter-alia: 
https://en.wikipedia.org/wiki/Virtual_machine  

8
  A unikernel is a specialised, single address space machine image constructed by using library operating systems. A 

developer selects, from a modular stack, the minimal set of libraries which correspond to the operating system (OS) 
constructs required for their application to run. These libraries are then compiled with the application and configuration 
code to build sealed, fixed-purpose images (unikernels) which run directly on a hypervisor or hardware without an 
intervening OS such as Linux or Windows. More informative details can be found, for example, at: 
https://en.wikipedia.org/wiki/Unikernel  

9
  For more details see, for example: https://en.wikipedia.org/wiki/Operating-system-level_virtualization#cite_note-1  

Figure 3: 5G ESSENCE telemetry and orchestration main components 

https://en.wikipedia.org/wiki/Hypervisor
https://en.wikipedia.org/wiki/Virtual_machine
https://en.wikipedia.org/wiki/Unikernel
https://en.wikipedia.org/wiki/Operating-system-level_virtualization#cite_note-1
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communication is discussed as general problem to be solved for those small cell functionalities that will be 

virtualised. 

Due to the high dynamicity of the overall system composed of NFVI and VNFs deployed on it, a proper 

monitoring system is required, which has to be able to deal with its high degree of distribution and provide 

adaptation capabilities to the constantly changing environment for the different supported scenarios presented 

by the heterogeneous hardware (Main DC vs. Light DC) and network slices (such as those discussed in Work 

Packages 5, 6 and 7). The telemetry data eventually collected by the monitoring system will be used for 

visualization purposes (for human consumption) and will also be provided to a set of analytics techniques 

capable of extracting insights for the orchestration system from the data, enabling the realisation of efficient 

resource allocation across the infrastructure. The main component in Figure 3 responsible for this is the Main 

Analytics, which is envisioned as a collection of Machine Learning and data analytics approaches for the 

generation of models to be used for provisioning of insights to the orchestration system. Moreover, there are 

some research activities on going, in order to explore a potential functional split of the analytics functionalities 

between Main Analytics and Edge Analytics (intended as the distribution of analytics on CESCs). The main 

functionalities that could be covered by the Edge Analytics are still under investigation and can include the 

dynamic adjustment of the behaviour of telemetry system to support runtime monitoring of NVFI and VNFs 

(such as those discussed in Section 3.2). They might also include lightweight algorithms required for local 

actions on the CESC. It is worth noting from this perspective that the Edge Analytics could be constrained in 

some scenarios by a limited amount of computational capacity on the CESC and, therefore, would not be able 

to execute compute intensive data analysis techniques. Furthermore, it is currently under exploration within 

the work package, the potential application of analytics technique for the reasoning upon radio resource 

management, with the aim of generating insights that might also be exploited by the cSD-RAN.  

The details related to the current status of the work on monitoring and the analytics systems are broadly 

exposed in Section 3 of this document. In the section, a state-of-the-art for the monitoring platforms available 

is proposed and the rationale behind the decision to select the Prometheus monitoring tool
10

 is explained, 

which in some use cases will be coupled with the usage of CollectD plugins developed within the OPNFV 

Barometer project [3]. Interesting Prometheus features, such as aggregation and federation, will be also 

discussed as potential hook for Edge Analytics to control distributed telemetry and their importance for 5G 

ESSENCE will be highlighted. The monitoring of SLA and of the service compliance is another very important 

aspect required to the telemetry system: the implementation of this feature is discussed as part of this section. 

Then, the resource allocation problem will also be discussed, starting with the identification of some very 

important physical resources that can provide crucial support for VNF isolation, then describing the possibility 

to use intelligent (Machine Learning - based) techniques to improve the efficiency in allocation of resources 

across the infrastructure, that are considered to be part of the Main Analytics block. This discussion is then 

extended also to radio resources, for which analytics approach is proposed at the end of the section. 

The end-to-end orchestration of the infrastructure and services is a crucial aspect for the successful 

deployment and execution of services. Within 5G ESSENCE, an orchestration platform is envisioned in order to 

manage the end-to-end lifecycle management of services to be hosted by the 5G infrastructure. In 5G ESSENCE 

the attempt is to propose an ETSI-based view of the orchestration system, trying to extend the concepts of VIM 

and MANO in order to “embrace” the highly distributed infrastructure that characterises the project. OSM
11

, 

                                                           
10

  For more details see: https://prometheus.io/  
11

  Source MANO is an ETSI-hosted project to develop an Open Source NFV Management and Orchestration (MANO) 
software stack aligned with ETSI NFV. For more details see: https://osm.etsi.org/   

https://prometheus.io/
https://osm.etsi.org/


Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2018 

 

 
Deliverable D4.1 (“Optimisation of virtualisation, orchestration, and resource allocation”)  
 21/101 

 

OpenStack
12

 and OpenDaylight
13

 constitutes the software stack selected to cover this functionalities within the 

project: these provide a stable and reliable software stack with established communities behind. In order to 

provide a reliable end-to-end orchestration system, it is of crucial importance for the analytics system to be 

able to collect information at runtime related to the distribution of resources across the infrastructure. In order 

to cover this functionality, tools such as the Resource Landscaper have been taken into account (as represented 

in Figure 3).  

Section 4 focuses on the discussion of current decisions and enhancements explored on the end-to-end 

orchestration system that has to support a highly distributed network infrastructure. The initial state-of-the-art 

analysis led to the selection of Open Source MANO as reference platform for multi-PoP orchestration, which 

will be able to support orchestration for different Virtual Infrastructure Managers, such as OpenStack (selected 

as initial target VIM for the project), Open VIM, VMware
14

, etc., enabling 5G ESSENCE’s framework to cover a 

broader spectrum of use cases. In the section we also discuss a potential implementation of end-to-end 

resource tracking, based on the Resource Landscaper (which extends some work from 5G-PPP Phase 1 

SUPERFLUIDITY project
15

). The potential interaction points between the cloud orchestration system and the 

cSD-RAN within the CESCM are also discussed. Finally, an analysis on end-to-end security threats is proposed 

along with the preliminary identification of methodologies that will be applied to 5G ESSENCE, in order to 

guarantee security across the infrastructure. 

Some research activities have been performed in order to explore some alternative lightweight approaches to 

the distributed MANO (on the CESCs), based on Kubernetes
16

 and containers, which at the moment only 

represent an exploration effort to assess the readiness of those tools to host VNFs on a 5G infrastructure. The 

description of an implementation representing that scenario is reported in Annex 1. 

  

                                                           
12

  OpenStack is a cloud operating system that controls large pools of compute, storage, and networking resources 
throughout a data centre, all managed through a dashboard that gives administrators control while empowering their 
users to provision resources through a web interface. For more details see: https://www.openstack.org/   

13
  The OpenDaylight Project is a collaborative open source project hosted by The Linux Foundation. The goal of the project 

is to promote software-defined networking (SDN) and network functions virtualization (NFV). The software is written in 
the Java programming language. For more details see: https://www.opendaylight.org/  

14
  See, for example: https://www.vmware.com/  

15
  More details can be found at: http://superfluidity.eu/ . Also see: https://5g-ppp.eu/superfluidity/   

16
  Kubernetes (commonly stylized as K8s) is an open-source container-orchestration system for automating deployment, 

scaling and management of containerized applications. For more informative details, also see, among others: 
https://en.wikipedia.org/wiki/Kubernetes.  
Also see the context discussed in: https://kubernetes.io/docs/concepts/overview/what-is-kubernetes/  

https://www.openstack.org/
https://www.opendaylight.org/
https://www.vmware.com/
http://superfluidity.eu/
https://5g-ppp.eu/superfluidity/
https://en.wikipedia.org/wiki/Kubernetes
https://kubernetes.io/docs/concepts/overview/what-is-kubernetes/
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2 Advanced and Efficient Virtualisation Platforms 
Orchestration systems comprise of many building blocks. In a deployment that is flexible and highly performant, 

it is important to make sure that the most basic of those blocks provide those requirements to the higher-level 

tasks, such as orchestration. It is therefore important to carefully consider the choices at the infrastructure and 

virtualization platform level, and to investigate and identify potential technological or usability roadblocks. 

Section 2.1 describes the state-of-the-art and the three most widely-used virtualization options: classic, full-

Operating System (OS) VMs, unikernels as a more lightweight alternative, and containerization. It especially 

focuses upon their advantages and drawbacks within the area of VNFs, which is of special relevance to 5G 

ESSENCE. Section 2.2 discusses how to improve performance of hypervisors to bring their perceived 

sluggishness more in line with the speed of container solutions. In Section 2.3, a new approach is presented 

that aims to eliminate one of the largest drawbacks of unikernels: that is, their complicated and costly 

development. Section 2.4 focuses on another piece of virtual infrastructure, namely virtual switches and their 

performance. Finally, Section 2.5 discusses the issues related to the virtualization of small cell functionalities 

into VNFs and potential solution that can be provided at NFVI level to support the inter-VNF time constrained 

communication, between those virtualised functionalities. 

 

2.1 Lightweight Virtualization for the Network Edge 
Wireless communication is an integral part of modern day lives across the world. While until recently, the 

requirements on wireless networks to support increasing number of new services and connecting larger 

number of end-users were met with a continuous evolution of the radio access technologies and incremental 

increase in the overall network capacity, the recent proliferation of bandwidth and latency constrained 

applications will require a more drastic change. In 5G networks, the next big evolution in mobile 

communication, several key technologies are anticipated to play a major role in defining the 5G networks’ 

characteristics including Cloud-based virtualized network infrastructure, SDN and NFV. These technologies and 

their practical realization has been an area of immense interest among researchers from both academia and 

industry. A large number of initiatives have been taken under the 5G networks R&D umbrella developing 

virtualization, SDN/NFV, MANO solutions [4], [5], [6]. Most of these initiatives have targeted the core and 

backhaul network segments with centralized cloud infrastructures. The network edge, that is, the radio, 

networking and communication infrastructure closest to the end-users (Access Points (APs), Base Stations (BSs)) 

has not received the attention it requires. Some of this can be attributed to issues such as complexity, lack of 

standardized platforms, node heterogeneity, distributed nature of the edge infrastructure and the large 

number of Points of Presence (PoPs). These factors make it challenging to develop and manage cloud 

infrastructure for the edge and orchestrate the resources for multiple tenants, as anticipated for 5G networks. 

However, some blame for the lack of focus on the network edge can be placed on the fact that the 

virtualization trends in communication networks were initiated and driven by developments in data-centre 

virtualization technologies. In data centres, hardware resources are abundant, and the limitations found at the 

network edge are non-existent. Providing cloud architectural blueprints for resource constrained edge devices, 

technology components for virtualization and resource orchestration (both physical and virtual) will help in 

bringing the benefits of virtualization and SDN/NFV closer to the network edge. 5G networks are expected to 

transform existing networks from legacy devices centric configurations to software-centric management and 

configuration where the network edge will play a crucial role, since it is well understood that the diverse set of 

requirements associated with 5G networks will bring a high degree of emphasis on the network edge. In 5G 

ESSENCE, the layered architecture of Main DC and Light DC allows for exploring edge tailored, lightweight 

virtualization and MANO functions that can meet the requirements of edge cloud infrastructure for 5G 
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networks. This section explores the characteristics, requirements and possible solutions for virtualization at the 

edge that will be investigated in 5G ESSENCE. 

2.1.1 Comparison of Virtualization Solutions 

Virtualization as a concept has been around for many decades, at least since the time-sharing system of the 

60ies [7]. However, only since the early 2000s the technology has found widespread application, not the least 

with introduction of hardware support for efficient virtualization by hardware vendors. 

The classical Virtual Machine (VM) comprises a full software setup similar to that running on a physical 

machine; in fact, hardware-supported virtualization allows running completely unmodified operating systems 

designed for “bare metal” (i.e., directly running on the hardware as sole tenant, instead of in a virtualized 

environment) in a virtualized environment, albeit at often high overhead. The state-of-the-art in efficient 

virtualization typically comprises an OS that at the very least provides so-called para-virtualized drivers that are 

designed to efficiently interface with the Virtual Machine Monitor (VMM) or hypervisor. 

These classical VMs are typically quite heavy-weight: they contain a stock OS kernel weighting many MBs of 

code, together with a large number of standard libraries, applications, and so on. Even a “minimal” installation, 

such as taking a fresh Debian
17

 Linux installation without any additional software, will thus easily be measured 

in the GBs of disk space and require tens, if not hundreds, of MBs of RAM to function well. However, they are 

ease to use: a solution previously running on a dedicated machine can be migrated into a virtualized 

environment at minimal migration cost, and current server hardware can typically run several to a few dozen 

VMs at the same time, especially if they do not permanently require many resources (in the form of CPU cycles 

or I/O). 

In recent years, however, another form of virtualization has become exceedingly popular. Containerization is a 

lightweight form of virtualization. They use special kernel features, such as cgroups
18

 and namespaces
19

 on 

Linux, for process and resource isolation and run directly on the host operating system and hardware. Instead 

of deploying an application on a dedicated OS, all containers share the host operating system and common 

libraries. Containers provide an operating system level virtualization option with almost negligible overhead, 

and at vastly lower resource requirements. Typical Docker containers
20

 might only require a few megabytes, 

and since they do not bring a complete operating system with them, running a large number of containers on a 

single machine benefits from significant economies of scale regarding memory usage (since each VM needs to 

dedicate part of its runtime memory requirements and disk space to the OS kernel). Furthermore, since starting 

a container does require bootstrapping the OS, initializing (starting) a container is much faster than a more 

heavy-weight VM (sub-second or low second scale vs. seconds to minutes). 

These advantages, however, do not come without a certain cost. By concept, containers are less secure and 

provide less isolation than VMs. While each VM brings its own OS kernel and interfaces with the VM over a 

(generally quite slim) set of interfaces that mostly mimic generic hardware, all containers on a single machine 

share the same OS kernel. Any privilege excursion out of the container into the host OS immediately 

compromises all containers on the system. Since the API between applications and the OS is much larger and 

richer than between VMs and the hypervisor (the Linux kernel
21

 currently has about 400 system calls [8]), it is 

much harder to harden containers than VMs in a multi-tenant scenario that requires strict isolation. 

Furthermore, unless containers are meticulously hardened and limited in their resource assignments, a 

                                                           
17

  For more details also see, for example: https://en.wikipedia.org/wiki/Debian  
18

  For more details also see, for example: https://en.wikipedia.org/wiki/Cgroups  
19

  For more details also see, for example: https://en.wikipedia.org/wiki/Linux_namespaces  
20

  See: https://www.docker.com/what-docker  
21

  See: https://www.kernel.org/  

https://en.wikipedia.org/wiki/Debian
https://en.wikipedia.org/wiki/Cgroups
https://en.wikipedia.org/wiki/Linux_namespaces
https://www.docker.com/what-docker
https://www.kernel.org/
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container that maliciously or accidentally exhausts a system resource (such as memory, file descriptors, process 

IDs, etc.) effectively creates a denial-of-service (DoS) attack on the host system and all co-located containers. 

This trade-off is something to keep in mind when choosing between “classical” virtualization in the form of VMs 

and lightweight virtualization in the form of containers. 

Unikernels as a third option primarily target the drawbacks of legacy VMs by compressing the kernel and shared 

libraries to the bare minimum while maintaining compatibility with the traditional cloud virtualization stacks 

(hypervisors, controllers, MANO). The defining property of unikernels is the creation of a single binary, 

encompassing an application and a minimal OS compiled together, and sharing a single address space. From 

this primary property, several of the unikernel benefits derive. First, by eliminating separate address spaces, 

there is no need to translate addresses when moving from the application to the OS code. Furthermore, there is 

no privilege separation and no context switching. All of this directly translates to massively higher 

performance
22

. This, of course, means that the application part of the unikernel runs at OS privileges; but since 

unikernels are generally designed to be run inside a virtualization framework, isolation is still guaranteed on a 

virtualization level. In any case, since unikernels are generally designed to run a single application, there is no 

need for strong isolation within the unikernel. Effectively, the isolation property is moved from between the 

user space application and the kernel to between the unikernel and the hypervisor, which, due to its much 

smaller interface (Linux has about 400 system calls, while Xen hypervisor
23

, for example, has less than 60) can, 

as a general rule, be easily made as secure as the standard user—kernel split, if not more. 

The limitations of unikernels are not necessarily attributed to the technology but its limited adoption and 

development toolset. The current state-of-the-art in unikernel development requires a large amount of person 

hours of OS experts to create “bespoke” unikernels to fulfil the specific requirements of each deployment. 

Containers are currently much easier to develop and to deploy. 

Figure 4 depicts an architectural comparison of these three approaches. Note that the “classic” virtualization 

solutions (VMs and unikernels) depict the setup of a Type-II hypervisor system, such as KVM. In a Type-I 

hypervisor, such as Xen or VMware ESXi
24

, the hypervisor runs directly on the hardware, removing the “Host 

OS” building block from the architecture. 

2.1.2 Network edge characteristics and virtualization requirements 

In the following, we will discuss some of the characteristics that define VNF deployments, as well as the 

requirements that stem from those. 

                                                           
22

  A similar development, but in a different area, happened in the area of high-performance networking, where 
frameworks such as netmap [111] and DPDK [112] have tried to eliminate the user—kernel boundary by moving as 
much of the relevant network-relevant code into user space, giving applications direct access to kernel or even 
hardware buffers, leading to vastly increased performance for those applications. 

23
  See: http://www-archive.xenproject.org/products/xenhyp.html  

24
  For more details see: https://www.vmware.com/products/esxi-and-esx.html  

http://www-archive.xenproject.org/products/xenhyp.html
https://www.vmware.com/products/esxi-and-esx.html
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- Heterogeneity: The network edge comprises hardware nodes of different physical architecture and resources 

(compute, storage, memory, networking) targeting different RAN and service provisioning requirements. 

Similarly, the edge devices are administered in different areas with implications on connectivity and 

administration. A consequence of this heterogeneity on network edge virtualization is that the virtualization 

technologies designed for data centres may not directly apply and modification or new technologies to bring 

these heterogeneous infrastructures into a unified cloud abstraction may be needed. The edge cloud must 

provide interfaces to the network service providers that are similar to the centralized cloud infrastructures. 

Moreover, cloud at the edge must hide the complexity caused by underlying infrastructure heterogeneity from 

the service providers (i.e., a service provider should be able to design service templates without concern of the 

edge physical infrastructure). Any mapping between the requirements of a VNF and the capabilities of the 

underlying hardware should be done by the cloud control and management functions. 

- Resource limitations: The network edge, particularly in the 4G+ and 5G network architectures, comprises a 

large number of macro- and micro-cells providing coverage with different radio access technologies. These 

devices are small scale and have limited hardware resources. Mostly, they are based on proprietary hardware 

platforms and not easy to integrate into a cloud architecture designed for general purpose COTS devices. There 

is a significant disparity between the existing virtualization stacks’ resource requirements and the available 

resources at the edge. This creates the fundamental requirement for the virtualization technologies to have a 

limited resource requirement footprint (i.e., be lightweight). Although technical advancements in the 

microelectronics domain have made general purpose processors fast and less resource hungry, there is still a 

huge benefit to be gained by making virtualization lightweight. The edge cloud and MANO features should be 

realized by using virtualization technologies that can run efficiently on resource constrained devices yet provide 

full cloud functionality. The hypervisor must be able to integrate small scale devices into virtualized cloud 

infrastructure, the VNFs have to be lightweight and the MANO stack must be able to run and interface with 

such system. 

- Network connectivity: Most of the centralized public and private cloud infrastructures are physically 

administered in a single or a small set of physical locations where network connectivity can be easily planned 

and managed. Furthermore, the physical components of data-centre infrastructure (e.g. server racks, 

networking equipment, etc.) support a carefully planned network architecture where connectivity can be 

expected to provide specific key performance levels. Such centrally managed connectivity reduces the 

complexity for the virtualization stack and for the deployed network services. The network edge, due to its 

scale and dispersed nature, spans different areas and crosses different networking domains making physical 

and virtual network connectivity extremely complex and unpredictable. Cloud at the edge has to address this 

Figure 4: Common VNF realization options 
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complexity at both physical and virtual levels. Tunnelling technologies such as IPVLAN
25

, VXLAN
26

, etc., can solve 

some of the connectivity concerns but bring both performance and administrative overhead to the edge cloud. 

- Administration: The centralized cloud architecture has the added benefit of being easier to administer 

(technical and non-technical maintenance) both from the physical and virtual infrastructure point of view. 

While the physical administration of the edge infrastructure is beyond the scope, the cloud infrastructure 

administration does fall under the MANO domain. MANO in the edge cloud is an essential requirement from 

the SDN/NFV management and control point of view. Service providers must have a simple interface through 

which they can deploy an edge resident network service and manage it in isolation from other services. 

Therefore, the essential features of VIM, VNFM, and NFVO must be realized albeit considering the previously 

discussed resource constraints and heterogeneity of the network edge. Moreover, management policies for 

cloud resources (physical and virtual) and tenant-specific service orchestration must be supported. 

- 5G Network Services: In addition to the MANO features, cloud at the edge must support the distinctive 

features of centralized SDN/NFV clouds such as resource slicing, multi-tenancy, service isolation, service auto-

scaling, etc. Moreover, support for new cloud-native software design principles such as micro-services 

architecture should be supported to utilize the dispersed computing resources more effectively. 

2.1.3 VNF realization at the edge 
Considering the unique features of the network edge and the virtualization requirements detailed previously, 

VNFs must be tailored to those constraints in perspective. In the traditional centralized cloud abstractions 

emanating from data centre virtualization technologies, a Virtual Machine (VM) is the favoured VNF realization 

and deployment option. However, VM-based VNFs might not be compatible with all the outlined constraints 

found at the network edge, such as limited availability of resources (storage, memory and compute). In this 

section, we review the well-known and some niche VNF realization options that can be applied in 5G ESSENCE, 

either in the main DC or light DC or both.  

 A VNF is a software implementation of a network function traditionally provided by dedicated hardware 

devices. For the software nature of a VNF, its realization and management are governed not only by its 

packaging format but also by its suitability to a particular cloud environment. While the 5G ESSENCE Main DC is 

capable of hosting all the three VNF realization options (standard VMs, containers, and unikernels), at least 

from the hardware capabilities perspective, the light DCs may present constraints that favour considering only a 

subset of these VNF realization options.  

Table 1 summarizes the main features of the detailed VNF realization options. In summary, VMs are the legacy 

abstraction that are well matured, ready to run and integrate in any cloud environment. Optimizations to VM 

systems in general will be presented in Section 2.2, while solutions for one of the main drawbacks of 

containers, their complicated and time-intensive development process, will be discussed, and first steps toward 

a solution will be presented in Section 2.3. 

Considering the evident pros and cons of the three main VNF realization options, several new initiatives have 

been taken to combine the benefits of these options while avoiding their drawbacks. Kata Containers [9] is a 

project that aims to keep the isolation benefits of the VM realization but use the containers technology to 

implement the actual VNF. Intel invested some effort in addressing the security concerns associated with 

containers by developing Clear Containers [10] in which the Intel virtualization technology is combined with 

container technology to achieve secure container runtime environment. Hyper Containers [11] aim to combine 

                                                           
25

  For more details also see, for example: https://sreeninet.wordpress.com/2016/05/29/macvlan-and-ipvlan/  
26

  For more details see: https://en.wikipedia.org/wiki/Virtual_Extensible_LAN  

https://sreeninet.wordpress.com/2016/05/29/macvlan-and-ipvlan/
https://en.wikipedia.org/wiki/Virtual_Extensible_LAN
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the benefits of a hypervisor isolation and the efficiency of containers by running the container images directly 

on the hypervisor. 

 

 Virtual Machines Unikernels Containers 

Isolation Strong Strong Weak 

VNF Size Large Small Small 

Instantiation Slow Fast Fast 

Overhead High Medium Low 

Toolset (build, update, etc.) Strong Weak Strong 

Resource Overhead High Medium Low 

Support to flexible network 
management 

High High Low 

 

All the three families of virtualization technologies are under consideration within 5G ESSENCE, in order to 

enable the project to accommodate the requirements of a wide spectrum of use cases. However, the usage of 

VM-/Unikernel- based solution is currently seen as a “more suitable choice” due to the higher level of maturity 

of these technologies, in terms of flexible support to the network configuration. It is also important to observe 

that even if the shortcomings of containers in terms of network management might be circumvented by 

encapsulating them into VMs, this option is not considered for the time being, since that type of deployment 

would not present most of their advantages with regards fast instantiation speed and low resource overhead. 

  

Table 1: Features of the three main VNF realization options 
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2.2 Improvements to Virtualization platforms 
As described in Section 2.1, virtual machine systems, especially those based on “classical”, full-size VMs, have in 

recent years been decried as wasteful of resources, slow, and not applicable to micro-services. These 

drawbacks are seen as too large to warrant the high security-by-isolation that VMs provide. Containers have 

been heralded as nimble and easy-to-use solution, but come with the downside of a higher area of attack and 

less isolation in multi-tenant scenarios. 

Recent developments, however, have shown that the perceived sluggishness of virtualization might be solvable 

without compromising on the strict isolation guarantees, leading to two main fields: optimizing the 

virtualization system (such as the hypervisor and the corresponding VM management toolchain) on the one 

hand, and optimizing the virtual machines that run on it, on the other. In this section, we will focus on the 

former, while Section 2.3 will discuss the development of unikernels, which are an approach of the latter type.  

One main contributor to the “heavy and slow” impression that is prevalent when it comes to VMs is their rather 

stately boot process. A VM can easily take up to a minute or more to boot, similar to a machine running on a 

physical OS, and that is once it has reached the actual OS code. In full virtualization, initializing and booting 

through a virtual BIOS can add even more time. For example, booting a freshly installed minimal Debian Linux 

VM (with only very few basic services running) on an otherwise idle system can take around 1-2 seconds on a 

Xen hypervisor system, and this does not include any service start-up time. A Docker container with the same 

functionalities can go through the instantiation process in roughly a tenth of that time. However, there are 

ways for VMs to close this difference:  

1. A Linux system can be taken and slimmed down even more than the minimal install of a standard 

distribution. By removing most system tools, creating a kernel that is specialized for virtualization and 

removes all other device drivers, and rolling a minimal root system into the kernel, the size of the VM 

image can be reduced from 1.1 GB for a fresh Debian install to the order of 10s of MBs. This already 

vastly improves the instantiation performance, since a good portion of the time required for 

instantiation is due to loading the actual VM kernel image into memory, which reduces the booting of 

a Debian machine from 1.5 seconds to less than 600ms.  

2. Start from a minimal operating system, preferably one designed with virtualization in mind and 

optimized for that purpose, and only add required components for the virtualized system in question. 

Unikernels fall in this case, combining all those remaining building blocks into a single compile unit 

with a shared address space. Unikernels allows booting time around 100 ms, providing instantiation 

times comparable with or even better than Docker containers.  

However, this is only part of the equation, and further investigation makes it clear that current virtualization 

systems may have other bottlenecks and limitations. First of all, we noted that hypervisors (such as Xen) make 

the instantiation of a large number of VMs on a single machine inefficient. For example, booting the first 

Debian VM on a freshly booted host system took about 1.5 seconds, while the 1000
th

 VM took more than 40 

seconds. Doing the same experiments with a unikernel leads to boot times of less than 100ms and almost 1s, 

respectively. While we assume that similar roadblocks are likely to show up in other virtualization systems, too, 

the exact reasons for a large contributor to these slowdowns are Xen-specific; we will therefore only mention 

that solving those Xen-specific issues can drop the boot times for the 1000
th

 unikernel to as little as 15ms. For 

more details, we provide a short explanation in Annex 2. 

While these suggestions were very concerned with specifics of Xen, there is another approach that is more 

generally applicable to a wide range of virtualization solutions. This optimization is concerned with the steps 

that a hypervisor executes when instantiating new machines, or migrating them from one machine to the 

other: many of the steps undertaken when a new VM is initiated are in fact not very particular to this specific 
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VM. And in that case, those common steps can be pre-executed, and the half-created VMs be kept ready for 

when a new VM is to be started. This obviously reduces initialization time, because it cuts down on the steps 

necessary. 

 

Figure 5 shows a suggested functional split. Note that while none of the steps in the pre-create phase are 

specific to any single unique VM, there are some assumptions taken about the VMs to be created later, most 

notably the amount of virtual CPU cores, memory and virtual devices. However, in many cases, these can be at 

least roughly predicted. For example, in an OpenStack environment, the pre-creation values for those 

parameters can “match” those of the provided OpenStack flavours. Depending on which flavour the VM that is 

to be booted has, the correct pre-created type can be chosen. 

Again, we investigated the effect on a Xen system. Using the split toolstack approach with the standard 

XenStore, our test unikernel completes the create phase and boots in less than 20ms for the first and less than 

30ms for the 1000
th

 unikernel, compared to a bit less than 100ms and 1s, respectively, for the tests on the non-

optimised system, so an improvement of a factor of 5 to 300. When used on Xen with our Xen-specific 

optimization (which yielded boot times of 15ms for the 1000
th

 unikernel), this still provides an improvement of 

a factor of roughly 4; this result is most likely a better expectation value for other hypervisors such as KVM, and 

still quite significant.  

  

Figure 5: Split instantiation setup 
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2.3 Using Unikernels in 5G ESSENCE 
Unikernels have increasingly gained traction in the fields of virtualization, cloud computing and VNFs. They 

promise to combine the advantages of classic VMs with many of those of containers. While VMs excel at 

isolation, encapsulating a complete OS and reducing the risk of a privilege excursion by providing a small 

generic interface to the virtual machine monitor (also called a hypervisor) in the form of virtualized hardware 

devices, containers provide generally smaller memory footprints and overall size of the virtualized system, due 

to the fact that they do not provide a full OS but, instead, use support from the underlying OS such as 

namespaces to isolate the containers from each other. 

Unikernels aim to combine those advantages: by compiling the application and OS code into a single binary, 

each unikernel can be tailor-made for a specific purpose and parts of the OS that are not needed can be 

eliminated. For example, a VNF will need networking support, but there would generally be no need for full-

fledged graphics support, and potentially no need for any file systems, either. In this case, those pieces of the 

OS can be eliminated, reducing the size of the unikernel binary and its runtime memory requirements. As a 

beneficial side effect, this shrinking also provides an additional hardening of the software, since code that is not 

part of the binary cannot introduce bugs that could compromise security. As such, unikernels also provide an 

interesting avenue towards tiny, minimal, fully analysed and certified VMs in safety and security-critical areas. 

From these properties derive some of the impressive performance metrics that unikernels are able to reach. 

For example, a minimal unikernel can be on the size of kilobytes and use significantly less than 1MB of RAM to 

run, allowing high-density deployments of thousands of unikernels on a single machine [12]; while unikernel 

VNFs such as routers [13] and webservers [14] can easily saturate several 10Gbit at the same time. 

Nevertheless, one area in which containers still provide distinct advantage over unikernels is usability. Docker, 

as one of the flagship container frameworks, provides a rich ecosystem, in which containers, their contents and 

behaviours, can be defined by configuration files, which then can be shared between users. These are typically 

derived from a standard Linux distribution, indicating the software that is to be installed on top of a minimal set 

of applications required to run the container. 

Conversely, the development of unikernels so far has generally been a single-purpose development, reinventing 

the wheel every single time. Unikernel development generally starts from one of the various minimal operating 

systems available (e.g., MiniOS [15] or OSv [16]), and then handcrafting the additional parts required for proper 

functioning. For example, the two unikernels mentioned above, ClickOS
27

 and MiniCache
28

, were both 

developed by taking MiniOS, adding lwip
29

 as a network stack, and then adding additional logic such as the Click 

modular router or a HTTP server, respectively. Both of these required significant amounts of man-hours by 

operating system experts to design and implement the required functionality. Thus, while unikernels provide 

very beneficial KPIs with regards to size and performance, their large development overhead makes them 

prohibitive, except in cases where the envisioned use is at a scale that makes such a large investment 

worthwhile. 

One goal targeted within 5G ESSENCE is thus to create a framework, named unikraft
30

, to reduce this overhead, 

to make unikernel development a less costly endeavour and broaden their applicability. This way, we aim to 

bring unikernels to the mainstream in VNF deployments. The two main building blocks towards this goal are a 

library-based development system, and an advanced configuration and build system. 

                                                           
27

  http://cnp.neclab.eu/projects/clickos/  
28

  http://sysml.neclab.eu/projects/minicache/  
29

  For more details about the lightweight IP see, inter-alia: https://en.wikipedia.org/wiki/LwIP  
30

  For more details also see: https://www.xenproject.org/developers/teams/unikraft.html  
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The library system is designed to break down the unikernel code base into near-atomic pieces of functionality. 

Figure 6 shows a conceptual overview of how minimal libraries form the building blocks of unikraft. (Note that 

not all of these are currently implemented). A unikernel is created from the application code itself, as well as a 

number of main libraries which provide needed functionality such as a network stack, file system support, 

standard C library bindings, and so on. These are then compiled with one or several platform libraries, where a 

platform denotes the execution environment, for example, a Xen or KVM VM, or a stand-alone user space 

program (useful for debugging); and one or several architecture libraries, which provide support for certain 

hardware architectures, such as x86
31

 or ARM
32

. The build process then creates as output one or several 

unikernels for each combination of platform and architecture.  

 

This library approach serves two purposes:  

1. It eases slimming down the specific unikernel. By only including the libraries that are required for that 

specific unikernel, the overall binary size will be decreased, thus also reducing the memory 

requirements.  

2. The libraries allow a natural extension of the unikernel functionalities: if, for example, support for a 

certain filesystem type is required that is not yet available, a developer can add this as a unikraft 

library. By making this library available, other users will in the future be able to immediately make use 

of that functionality, thus incrementally creating a larger and larger codebase of functionality available 

to unikernel designers and developers.  

Over time, support for all kinds of functionality will thus be available to the community under the unikraft 

umbrella. If all OS-side functionality is already available, writing a unikernel will then not differ significantly – 

both in the APIs used and in time investment – from developing of a user space application, and porting from 

one environment to the other should be easier than currently available systems and tools, where porting 

applications to unikernels required large efforts in changing the API. Note that this does not only apply to the 

                                                           
31

  The x86 is a family of backward compatible instruction set architectures based on the Intel 8086 CPU and its Intel 8088 
variant. More related information can be found, for example, at: https://en.wikipedia.org/wiki/X86. 

32
  For more details see: https://www.arm.com/  

Figure 6: Conceptual overview of Unikraft’s library-based approach to create minimal unikernels. 
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main libraries: whenever a new platform or architecture library is implemented, all unikraft unikernels can 

immediately be compiled for that new platform or architecture. 

To further increase the acceptance of unikernels and to support more rapid deployment, there is also need for 

a configuration and build systems that supports the creation process and automates it, as much as possible. 

This allows a unikernel designer to choose from the available libraries in an easy fashion. This both lowers the 

learning curve for new unikernel designers and developers and reduces the time from idea to prototype. By 

being able to choose the necessary components from a menu, a unikernel with exactly the desired 

functionality, tailor-made for the purpose, can be created with ease. Furthermore, the configuration system will 

resolve dependencies, so that the designer does not have to deal with all low-level requirements and 

dependencies between components (but still may choose to do so, especially if there are several options 

available for providing a piece of functionality). So far, the kconfig [17] system has been taken in consideration 

for this purpose, which is a configuration system originally designed for the Linux kernel and its various optional 

subsystems, and also used by other tools that create build and execute environments, such as buildroot [18]. 

Unikraft has been endorsed by the Xen community and Linux foundation as a so-called “incubator project”, and 

is currently under heavy development. Currently, It supports both Xen and KVM on x86 and preliminary support 

on ARM. Regarding interfaces to (virtualized) hardware, network support (vital for VNFs) is available, while 

block support (for disk access) is currently under development. Within the scope of 5G ESSENCE, we envision 

the use of Unikraft to design unikernels for use as VNFs running on either the Main or Light DC. The 

development versions are available in git repositories at [19]. 

 

  

Figure 7: Unikraft uses a kconfig-style configuration manager that allows picking and choosing the required 
building blocks from a menu, and resolves dependencies automatically. 
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2.4 Hardware-Accelerated Software Defined Switching 
As already introduced, the 5G ESSENCE project will support network slicing across a distributed infrastructure 

and, from this perspective, very efficient inter-VNF communication technologies are required, in order for the 

overall service chains to provide determinism and efficiency from an end-to-end perspective: the network 

components for inter-VNF communication must consequently evolve in order not to become the “weak” link in 

the system. VNFs deployed on different compute nodes of the infrastructure rely on physical switches in order 

to implement this functionality, whereas the VNFs deployed on the same machine typically rely on software 

components called as virtual switches. They are installed on the servers hosting the VNFs and compete with 

VNFs on resource usage, such as CPU and memory, causing non negligible performance issues [20]. 

To overcome this problem, some solutions available on the market make use of dedicated hardware 

accelerators, in order to offload this task from the CPU and reduce stress on common resources, also reducing 

potential interference with VNFs’ performance.  

Virtual switches are born because of server virtualization, to provide the ability to route traffic between VMs 

running inside a server and between all the servers of a cluster. Open vSwitch (OvS) [21] is one of the most 

commonly used virtual switching software solution for multi-server virtualization deployments and it is 

commonly implemented in clouds that are often characterized by highly dynamic scenarios and high 

performance requirements on the data network. Despite the flexibility of virtual switches, they are facing major 

problems such as lack of I/O performance, unpredictability of application performance, and high CPU overhead. 

In 5G networks, and more specifically in the 5G ESSENCE infrastructure, it could be convenient to equip the 

Edge DC with high-speed Ethernet connections starting from 10Gbps, when possible, especially when 

distribution of High Definition (HD) Video services is envisioned. For large deployments, especially in the Main 

DC, it may even be helpful the introduction of 25 and 40Gbps NIC
33

 cards to improve the overall efficiency of 

the infrastructure. With the introduction of servers with such high I/O performance, the number of packets 

transmitted per second increases considerably and OvS struggles or even fails to keep up. Without acceleration, 

OvS can reach only 1/30 of the theoretical I/O performances obtainable on a 10 Gbps interface. In some real 

application scenarios with telco VNFs, the traffic is dominated by small voice packets and OvS can only get 

about 1/80 of the I/O performances obtainable on a 10 Gbps interface. 

Even before OvS reaches its limits, switch congestion can lead to a progressive and significant slowdown of the 

network. In some real-time applications, such as VoIP, this would affect the customer experience in the form of 

degradation of sound quality, pauses or missed calls. This uncertainty in performance is particularly problematic 

for Real Time Video applications such as those addressed by the 5G ESSENCE use cases, who would not be able 

to guarantee the required quality of service. 

It is also curious to retrace the technological evolution of network switches/routers in recent decades. 

Originally, all packet processing was done by generic CPUs in Cisco routers. However, nowadays no router or 

switch from any reliable network provider would forward packets using the CPU. On the other hand, the 

processing and forwarding of packets are performed on a fast hardware path, normally implemented on 

Application Specific Integrated Circuits (ASICs) or network processors. With virtualization, from a certain point 

of view we returned to the origins, still reusing the CPU for forwarding and processing packets. But while bare 

metal servers can achieve very high I/O performance by offloading on the NIC at least part of the processing, 

with the virtualization the use of such cards becomes much more problematic. When packet processing is 

performed by the CPU, multiple cores must switch from application processing to packet processing. This 

                                                           
33
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packet processing overhead can slow down the processors and block other workloads. This turns into a 

reduction in application performance and overall infrastructure efficiency. 

The problems presented above suggest a solution for innovative interconnection, which can be easily 

integrated into a virtualized infrastructure, being as transparent as possible, combining the advantages of the 

software-defined and the hardware-accelerated solution. 

Modern cloud infrastructures, whether virtualized or not, are based on a standard server as basic building 

block. The easiest way to differentiate the functionalities of a generic server is to equip it with specific PCIe 

cards
34

. Examples are Graphics Processing Units (GPUs) and Network Interface Cards (NICs). It is precisely on 

some of the latest generation NIC cards that we focused our attention, because of their potential in terms of 

virtual switching capacity, greatly accelerated by devices (chips) present in the NIC hardware [22]. These NICs 

are equipped with a physical programmable switch embedded in the hardware which provides the capability of 

handling a large portion of packet processing directly on hardware and support interaction with software-

defined controllers, using protocols such as OpenFlow [23]. These operations may include 

encapsulation/decapsulation, packet classification, Quality of Service (QoS) and Access Control List
35

 (ACL) 

operations. 

Based on these advanced hardware features, this kind of NIC provides support for a very efficient 

programmable data plane, which can work seamlessly with the SDN controllers, overcoming the problem of 

reducing performance and efficiency associated with software virtual switching. This can be also combined with 

giving VMs direct access to the NIC (based on techniques such as PCI pass-through and Single Root-Input 

Output Virtualization (SR-IOV), which are deeply described in Section 3.4.1.4), which can ensure improved 

network I/O performance for VNFs. One of the characteristics of the PCI pass-through is that it does not allow 

the virtual switch to manage the traffic from and to VMs. As a result, the network traffic processed by PCI pass-

through cannot be processed by the SDN control plane. 

These next-generation NICs promise to solve this problem brilliantly by allowing the packet processing 

operations to be offloaded from the virtual switch to the physical switch integrated into the NIC, while keeping 

the SDN control plan intact. In the case of OvS, the SDN control plan would then remain the same: the 

forwarding table and the policy information would be communicated by a corresponding SDN controller 

through a function running in the user space. Then, based on user-defined rules, it would be possible to 

program the forwarding table in the integrated NIC switch instead of the OvS kernel module. The VM instances 

would connect to SR-IOV enabled NICs via PCI pass-through in order to send and receive data packets directly 

to and from the physical network. This technology promises excellent performance in terms of bandwidth, 

especially for small packages and for those scenarios where latency times are more important and it might play 

a very important role within the 5G ESSENCE infrastructure. In fact, it is expected that on a server with a 10Gbit 

interface, OvS accelerated by the NIC can approach 10 million packets per second for a single stream, with a 

corresponding near-zero CPU consumption. These performance results would be much better than similar 

solutions based on OVS accelerated by Data Plane Development Kit
36

 (DPDK). 

                                                           
34

  See: https://en.wikipedia.org/wiki/PCI_Express   
35

  See: https://en.wikipedia.org/wiki/Access_control_list  
36

  For further details also see: https://dpdk.org/  
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The application of the mechanisms described in this section will be further explored and it is envisioned its 

deployment on an OpenStack-based 5G ESSENCE representative testbed, where nodes will be equipped with 

10Gbps NICs to demonstrate the effects of using these NICs on network performance and to evaluate 

integration issues and transparency of the solution with respect to the SDN control plane. 

  

Figure 8: Simplified model view of a Hardware-Accelerated Software-Defined Switching solution 
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2.5 NFVI support for time constrained VNFs 

In the context of 5G ESSENCE, some research activities are pursuing the exploration of potential virtualization of 

functions which are currently implemented on small cells, in order to increase the platform flexibility by 

extending the software-defined approach also to those functionalities. In NFV, the implementation of a 

performant inter-VNF communication mainly takes into account general requirements, such as the isolation of 

VNFs in multitenancy-based environments, the need for efficient exchange of data between VNFs and the 

flexibility required for the placement of VNFs, which are for instance taken into account in Section 2.4. 

Working on the virtualization of small cell functionalities is something that would add more requirements to the 

list, especially for what concerns the time-critical nature of the communication between those VNFs and also 

between VNFs and physical small cell hardware. In this section we try to identify most suitable data exchange 

mechanisms for inter-VNF communications that are required to assure appropriate level of performance for 

virtualized radio protocol stack implementation. The VNF Composition Framework (VCF) solution [24] to 

support design and composition of VNFs requiring time-constrained operations. 

 

2.5.1 Inter-VNF communication requirements 
The key requirements for inter-VNF communications need to be identified directly as such protocols for inter-

VNF communications to the best of consortium’s knowledge are out of scope for standard definition 

organizations such as 3GPP or ETSI. (The main component which interface is yet within standards for 

interoperation with MANO is the Element Management System). We identify the following requirements 

considering that VNFs in the focus of 5G ESSENCE are “user defined” and “protocol stack” functions: 

 It should be possible to utilize standardized and well recognized protocols for data/message exchange; 

 Communication protocols should enable handling various data models between VNFs together with 

support for binary data serialization (e.g. stateful operation); 

 Target protocol should provide flexibility in utilizing either Inter Process Communication (IPC) or 

Remote Procedure Call (RPC) depending on whether or not VNFs are co-located; 

 Target protocol should support multiple modes of data and message exchange (peer-to-peer, request-

response, publish-subscribe); 

 Small footprint operation of the protocol is required (minimum overheads, short 

serialization/deserialization times [25]); 

 The protocol should not prevent scalability of the VNFs. 

At present stage we believe that an importance of appropriate selection of radio stack protocols to virtualize is 

crucial in order to try to fulfil the above expectations especially those inter-VNF communication protocols and 

mechanisms are out of specification (of 3GPP or ETSI).  

So an important aspect that needs to be taken into account is the identification and selection of functionalities 

to be virtualised and communication links between them that should be supported by hardware acceleration 

provided by the underlying x86 General Purpose Processor (GPP) architecture (see Section 3.6) and where such 

acceleration mechanisms can be supported by robust message exchange techniques (such as ZMQ
37

 and 

OpenMPI
38

)” In fact, assuming that target DCs could be based on various computer architectures (e.g. x86, 

NVIDIA, ARM, FPGA) and thus provide largely heterogeneous underlying platform, it is crucial to identify 

relevant communication protocols for those scenarios where VNFs belonging to a service function chain are 

spreads across distributed DCs (such as Light/Main DCs). 

                                                           
37

  https://github.com/zeromq  
38

  https://www.open-mpi.org/   
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Efficiency of virtualization depends on the virtualization approach (as presented in details in previous sections), 

which may help minimizing the overhead required for executing the VNFs. However another important 

challenge is how to effectively implement the inter-VNF communication in presence of a high number of VNF 

instances.  

 

2.5.2 Time constrained VNF composition 
In order to design and deploy time-constrained services relying on complex VNF chains that assure required 

time constrained operations, it is necessary to provide an ecosystem supporting the Element Management 

System (EMS) which has the potential to instrument and handle timely operations between network functions 

that compose a time-constrained group of functions (as given in example of complete radio stack below). Thus, 

in 5G ESSENCE we propose the time constrained VNF Composition Framework (VCF) supporting the EMS 

operations. The Element Manager will provide functionality according to ETSI GS NFV-IFA 008
39

. But from the 

time-constrained VNF developer perspective, it is important to provide API and libraries for controlling the 

stack towards end-users. For VNFs in the cloud, the Element Manager daemon will translate MANO protocol 

into internal protocol and forward the requests to the stack modules – it will communicate with VNFM over the 

VeNf-Vnfm interface and will be a proxy between NFV MANO interfaces and internal stack interfaces. It will 

send requests to the MANO to instantiate VNFs. 

The VCF provides a set of standard virtualized services (a toolbox) necessary for implementation of complex NF-

based interconnected software, which in most cases falls outside the scope of its respective specifications (see 

Figure 9). Example of such service could be network-capable settings and configuration provider, allowing the 

developer to focus on implementing core functionality. Its plug-and-play components are virtualised. They 

create a software abstraction and management foundation meant to extend functionalities of the operating 

system and enable easy communication with various VNFM/MANO vendors. The framework facilitates RAN 

modularization and execution either on physical or virtual resources. It is also responsible for the ability for 

seamless integration, extension and upgrades. The VCF framework’s own modularity, reusability and open, 

well-defined APIs adds great value to services provided by time-constrained VNF compositions (e.g. virtual 

RAN). 

                                                           
39
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The above mentioned building blocks of the VCF are “key enabler” for the time-constrained design time for a 

VNF developer. If we consider virtual RAN development as an example of VNF composition where time-

constraints exist, the VCF would enable: 

 “Settings server NF” - collecting and applying various settings of all the VNFs in one place (possibly in 

connection with VNFD stored at a MANO). 

 “Memory manager NF” – through memory manager NF it is possible to manage the IPC modes of 

communication between VNF. Memory manager NF will be responsible for management of large 

memory buffers; for example, holding downlink and uplink frame data in case of RAN stack. This will 

not only ensure lower memory consumption but also decrease network traffic between modules.  

 “Time server NF” – Entirety of the stack should work on a push-pull basis, only reacting to incoming 

messages. Thus each module – and in turn the entire state machine - will be updated in discrete steps. 

The smallest, indivisible time unit used by the stack – or the “step” of its state machine – is the 

Transmission Time Interval (TTI). Time Server will be responsible for reporting TTI updates. From the 

point of view of the stack, Time Server measures time, with granularity dependent on the underlying 

operating system. 

 “Watchdog NF” - Watchdog daemon will implement a software-level checking of health of other 

modules. Various time-constrained VNFs (e.g. radio stack modules) will register with the Watchdog 

and in turn the Watchdog will periodically request and answer to its query over a known protocol. If 

for any reason the queried module is unable to answer within a configurable time limit, the Watchdog 

will forcibly restart the module through Element Manager daemon. 

 “Alarm NF” - Alarm Server will be the component that updates modules about changes to TTI. The 

modules do not poll on TTI Clock themselves. Instead they register with Alarm Server. Some modules 

need to work every TTI – like the scheduler. Some every few TTIs – like the Master Information Block 

(MIB). Both will register with Alarm Server, providing a schedule when they want to be woken up. 

Figure 9: Time constrained VNF composition framework (VCF) concept 
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 “Crypto NF” - Cryptography Server is meant to provide a centralized way to work with specialized 

cryptographic functions like e.g.: encoding/decoding of memory buffers, HMAC
40

, hashing, public key 

cryptography and so on. 

The above toolbox functions will be offered within the project to support radio stack development.  

 

2.5.3 Time constrained VNF communication example 

Importance of this design consideration is especially visible when concerning the perspective of implementing a 

more time-constrained cooperation between VNFs, like in the case of virtualized radio protocol stack (e.g. 4G, 

5G, Wi-Fi) that is by nature a set of real-time and heavily time constrained operations, which could be deployed 

between multi-tier data centres of Edge DC, but which requires first an agreement on the radio stack function 

split point ( [26], [27]). Simplifying this design-phase decision, the main possibilities for a C-RAN development 

could be following: (a) realizing complete radio protocol stack within a single VNF (e.g. wrapping the OAI
41

 

binary as VNF); (b) defining a coarse grained set of VNFs (like e.g. PHY_VNF, MAC_VNF, RLC_VNF, PDCP_VNF, 

etc.), or; (c) defining a fine grained set of VNFs, where designers could go as low as packaging single stack 

functions of different radio protocols (e.g. HARQ
42

 operation as a VNF) and allow for further composing 

different VNF-packages. The level of ambition should consider envisaged demonstrator physical infrastructure, 

as well as target demo scenarios of the project. For sure implementing a fine-grained radio-stack (option “c” 

above) is beyond the scope of 5G ESSENCE. Still, the more towards the design options “b/c” (which maps to the 

Option5+ in [28]) a VNF provider would like to shift, the more functional split options such virtualized stack 

could support and the more capabilities for optimizing RRM there are within heterogeneous node cluster. 

However with appropriate orchestration and dynamic analytics of VNF workloads in place (see Figure 3), it 

should ultimately become a problem of well-defined policies for VNF workload analysis and the resulting 

decision on VNF placement (e.g. bouncing VNFs between Light and Main DCs) automatically based on some 

predefined performance criteria (e.g. user level QoE). 

Still with increasing density of VNFs per service function chain or slice (e.g. 4G), the more important it becomes 

to perform a thorough consideration of inter-VNF communication overheads and achievable performance 

when deploying on an x86 architecture. The key design questions when envisioning target granularity of VNS 

per data centre, could be:  

 How many VNFs can run in parallel per CPU or DC to be able to meet the performance criteria;  

 what is maximum level of achievable delays/throughput for VNF-VNF communication;  

 what are realistic capabilities for splitting VNFs of a single radio stack (or service) between different 

data centres (like, e.g., Light DC and Main DC).  

The latter question is representing the “worst-case” (and at the same time the “ultimate evaluation”) for an 

inter-VNF communication efficiency. Besides such flexibility (of freedom of VNF placement) in the vRAN 

architecture matches well with the architectural challenge of splitting user and control planes. To complicate 

even further the above considerations, the 5G ESSENCE addresses multi-tenant and multi-RAT capabilities 

(more details will be provided in the Deliverable 3.1) which only multiplies the number of radio stacks expecting 

properly isolated VNFs sets, which only adds complexity to the demand for efficient communication and inter-

VNF data exchange. Anyways, it is evident that to assure efficient inter-VNF communication, there is an 

important role of Orchestrator to participate in workload analysis and resulting VNF management (e.g. 

                                                           
40
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placement, migration) in tandem with telemetry/analytics modules – this interplay is further elaborated in the 

Section 4.4 of this deliverable. 

Returning to the use case of virtualized RAN design, the lower the RAN function split, between Light DC and 

Main DC, the more radio functions would be placed at the Main DC, and thus maximizing BBU sharing and 

pooling gains. In this case, we are also closer to the centralized (multi-RAT) interference mitigation techniques 

(for more details see Section 5.2 in Deliverable 2.2). When on the other hand we would envision the application 

of higher level functional split (e.g. Option2 PDCP) than more elements of radio stack will need to reside on the 

less-powerful Light DC node (or be left as PNFs within small cell). The various split options were described in 

Section 2 of Deliverable 2.2, among which 5G ESSENCE targets functional split options 1-2 for target 

demonstration of WP3/WP4 results. Here we experience a trade-off where, in order to maximize gains from 

multi-tier 5G ESSENCE architecture, we would tend to realize functional split at least at MAC or eventually at 

PHY layer; but doing so we at the same time would put a high pressure on the capacities of the fronthaul (e.g. 

DU-RU link). To enable complex optimizations at MAC layer the appropriate definitions of the interface for 

scheduler (e.g. FAPI) as well as various radio resource management techniques are discussed in Section 5 of 

Deliverable 3.1 (and mentioned in Section 4.4 of this document). 

 

2.5.4 Proposed inter-VNF communication protocols for 5G ESSENCE 

In order to enable unification within 5G ESSENCE towards efficient inter-VNF exchange, we propose to consider 

the ZMQ [29] as message bus between VNFs supported by the ProtoBuf of Google [30] for efficient, binary 

serialization of data, and exchange of data for timely operations (as, for example, the radio stack referenced in 

section 2.5.2). The two solutions used together are well recognized solutions in the message oriented (or even 

service oriented) data exchange patterns and have been used in multiple endeavours where timely (yet flexible) 

data delivery was important (e.g. H2020 ARENA for on-board surveillance system). They provide means for 

flexible communications enabling various data exchange patterns between VNFs e.g.: request-response (point-

point), publish-subscribe, request-response (star topology). The applicability of the two technologies for inter-

VNF communications, should be further studied in the onward work of WP3, for example. The Protobuf solution 

outperforms alternative solutions on the market (e.g. JaxB
43

, Java serialization mechanisms, Avro
44

, JSON
45

) 

[31].   
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3 Dynamic Telemetry and analytics based resource allocation 
Within Work Package 4, part of the focus is on the design and implementation of a telemetry system and an 

analytics system. In the main 5G ESSENCE architecture, both those systems/functionalities are part of the CESC 

Manager, which is in charge of making orchestration decisions about the lifecycle management of VNFs and 

services across the network. The telemetry system is mainly in charge of the aspects related to the 

instrumentation and monitoring of platform ingredients and infrastructure resources that can be exposed to 

VNFs for their execution. The analytics system is in charge of the analysis of the data extracted from telemetry 

and its usage to manage service placement and fulfilment in an efficient and intelligent manner, managing the 

allocation of resources to VNFs and network services. 

An initial and comprehensive set of requirements have been taken as input from Deliverable 2.1 [32] which 

represented a starting point for the activities. One of the most important aspects to take into account in 

relation to the 5G ESSENCE infrastructure is the high degree of distribution that characterises the 

infrastructure: 5G ESSENCE aims to “target” the paradigm of Edge cloud computing and Small Cell as-a-Service 

(ScaaS), in a highly flexible and scalable platform based on a two-tier infrastructure composed of a distributed 

tier for providing low latency services and a centralized cloud for more intensive computing network 

applications. Realising this view, requires the monitoring and analysis system to be properly designed, 

implemented and configured in such a way that it becomes possible to efficiently manage distributed resources 

using tighter control loops to collect, organise, analyse and process the data in a general framework. Analysing 

the requirements from a general perspective, the telemetry and analytics systems are expected to satisfy (a 

part from the functional requirements) a set of non-functional requirements, of which, some of the most 

important ones are listed below: 

- Scalability: Due to the distributed nature of the service composition in the 5G ESSENCE, scalability is 

an important requirement to take into account in order to avoid points of failure. The system has to 

handle the presence of a multitude of CESCs connected altogether as a complex system. This 

introduces some challenges; for instance, for the distributed monitoring system, where the capability 

of handle a remarkable number of monitored resources and services is very significant in order to 

monitor wide variety of parameters across different layers of the infrastructure.  

- Non-intrusiveness: The services provided in the infrastructure rely on a lightweight virtualization, the 

use of the resources in the light DC should be adapted for the infrastructure capacity. This requires the 

monitoring systems to be efficient in terms of resource utilization. 

- Interoperability: The two-layer architecture of an edge computing system aims to deploy services 

interconnected over centralized cloud and edge infrastructure. The monitoring system should be able 

to cope with the underlying infrastructures and monitor services composed of heterogeneous systems 

and the analytics system should be capable of providing a flexible decision making logic that takes into 

account this heterogeneity. 

- Robustness: Due to the variety of components involved in the service, the chance that the monitoring 

system of a component fails is very high. The system should keep the monitoring up and running 

continuously, be able to detect vulnerabilities and adapt accordingly to the new situation to continue 

its operation. Also, it might be required to have distributed analytics to cope with local decision 

making while there are network failures. 

- Live-migration support: virtualization techniques aims to offer several resources management options 

for highly available services that might consist of a set of several VNFs, network and RAN resources 

spread among the 5G ESSENCE infrastructure. To this end, the monitoring system should be able to 

reconfigure the monitoring probes to new localization of the virtualize environment and changing 

network conditions in order to assure the QoS, in the case of upgrade of the resources are performed.  
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- Radio-cloud convergence: 5G ESSENCE is required to monitor and manage both types of resources. 

While the management of cloud resources is in the domain of the CESCM, the management of radio 

resources falls in the scope of the cSD-RAN for the short-term radio resource management functions, 

whereas in the scope of the EMS/NMS (part of the CESCM) for the management functions executed on 

a longer term basis, (e.g. to dynamically configure the parameters of the CESCs). Telemetry and 

analytics approaches could provide support to both the domains, constituting an initial step towards 

the convergence. 

- Service assurance: In highly distributed 5G deployments, which are characterised by the presence of a 

very high number of small cells and services deployed across the network, some new capabilities 

become very important, such as: (i) identify infrastructure resources that can support Service Level 

Agreements (SLAs); (ii) measure the SLA compliance of the services deployed across the network, and; 

(iii) identify corrective actions to preserve the compliance.  

A state-of-the-art analysis has been performed in order to determine the best set of software tools to use for 

the efficient monitoring of platform and services that can properly respond to the aforementioned 

requirements. The result of this analysis led to the selection of Prometheus [33] which, at the moment of 

writing this deliverable and to the best of our knowledge, seems to be the “most suitable tool” for an efficient 

and flexible distributed and dynamic instrumentation and monitoring system among the ones available. In the 

case of VNF deployments based on Virtual Machines, the usage of CollectD plugin for libvirt and for DPDK, 

developed in the context of the aforementioned Barometer project, can be used for non-invasive 

instrumentation of VM behaviour and can easily be connected to Prometheus through the already available 

CollectD exporter [34]. 

For what concerns the analytic system, an initial analysis has been performed to explore the scope of analytics 

for the enablement of a more efficient and intelligent resource allocation. As initial steps, some important 

infrastructure resources have been identified for assignment to VNFs to assure service performance and will be 

further taken into account during the rest of the project. Moreover, the initial definition of Machine Learning 

approaches that can be used to improve and optimize the resource allocation based on prediction, drove to 

some initial results that will be further expanded during the second year of the project. 

Another element of interest is related to the fact that 5G ESSENCE is targeting a convergent cloud-radio 

environment, promoting the generation of more informed decisions across the two domains. From this 

perspective, some initial analysis has been done on the potentials of using analytics in the context of the radio 

resources (see Section 3.6). 

The rest of this section is organised as follows: Section 3.1 discusses the state-of-the-art of the telemetry and 

the rationale behind the choice of Prometheus as telemetry reference platform for 5G ESSENCE; Section 3.2 

discusses the possibility to use some interesting features of Prometheus to fully support the requirements 

discussed above and expose those functionalities to analytics, in order to automate their configuration over 

time; Section 3.3 discusses the problem of monitoring the service SLA compliance and the current features 

supported by 5G ESSENCE SLA monitoring tool; Section 3.4 describes a set of platform resources that support 

isolation between VNFs that will be probably taken into account by telemetry and analytics; Section 3.5 

provides a view on how Machine Learning based forecasting can be applied to preserve the SLA compliance; 

Section 3.6 explores some potential aspects of interest in relation to telemetry and analytics for radio 

resources. 
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3.1 Monitoring of NFV-based systems: state of the art and selection criteria 
In order to make a comprehensive selection of the monitoring tools to use within 5G ESSENCE, the publicly 

available telemetry platforms have been analysed, in order to identify those which satisfy the requirements 

previously identified. 

Graphite [35] is an open source tool for handling visualizations and metrics. It has a powerful querying API and 

a fairly feature-rich setup. In fact, the Graphite metric protocol is often chosen as the de facto format for many 

metrics gatherers. However, Graphite is used in combination with StatsD to store only aggregated data over all 

monitored instances. It focuses on being a passive time series database with a query language and graphing 

features. Any other concerns are addressed by external components.  

It stores numeric samples for named time series, where metric names consist of dot-separated components 

which implicitly encode dimensions. They are stored on local disk in the Whisper format
46

, an RRD-style 

database
47

 that expects samples to arrive at regular intervals. Every time series is stored in a separate file, and 

new samples overwrite old ones after a certain amount of time. 

Nagios [36] is an open source tool that provides monitoring and reporting for network services and host 

resources. The entire suite is based on the open-source Nagios Core which provides centralized view of entire 

monitored IT infrastructure components - including applications, services, operating systems, network 

protocols, system metrics, and network infrastructure. Nagios does not come as a one-size-fits-all monitoring 

system with thousands of monitoring agents (MAs) and monitoring functions (MFs); it is rather a small, 

lightweight system reduced to the bare essential of monitoring. It is also very flexible, since it makes use of 

plugins in order to set up its monitoring environment. 

Nagios Fusion
48

 enables administrators to gain insight into the health of the organisation's entire network, 

through a centralised view of their monitored infrastructure. In addition, they can automate the response to 

various incidents through the usage of Nagios Incident Manager
49

 and Reactor
50

. The Network Analyser, which 

is part of the suite, provides an extensive view of all network traffic sources and potential security threats 

allowing administrators to quickly gather high-level information regarding the status and utilisation of the 

network, as well as detailed data for complete and thorough network analysis. All monitoring information is 

stored in the Log Server that provides monitoring of all mission-critical infrastructure components – including 

applications, services, operating systems, network protocols, systems metrics, and network infrastructure. 

Prometheus [33]  is a white box monitoring and alerting system designed for large and scalable environments 

that includes built-in and active scraping, storing, querying, graphing, and alerting based on time series data. It 

has knowledge about “what the world should look like” (which endpoints should exist, what time series 

patterns mean trouble, etc.) and actively tries to find faults. Prometheus covers both the domains of 

instrumentation (using so called “exporters” to instrument platform or applications) and monitoring (providing 

mechanisms for the data collection, alerting, etc.). 

It features: 

 A multi-dimensional data model, where data can be sliced and diced along multiple dimensions like 

host, service, endpoint and method. 

                                                           
46

  Also see: http://graphite.readthedocs.io/en/latest/whisper.html  
47

  See: https://en.wikipedia.org/wiki/RRDtool  
48

  See: https://www.nagios.com/products/nagios-fusion/  
49

  https://support.nagios.com/kb/article/nagios-incident-manager-how-to-integrate-incident-manager-with-nagios-xi-
107.html  

50
  See: https://www.nagios.com/products/nagios-reactor/  

http://graphite.readthedocs.io/en/latest/whisper.html
https://en.wikipedia.org/wiki/RRDtool
https://www.nagios.com/products/nagios-fusion/
https://support.nagios.com/kb/article/nagios-incident-manager-how-to-integrate-incident-manager-with-nagios-xi-107.html
https://support.nagios.com/kb/article/nagios-incident-manager-how-to-integrate-incident-manager-with-nagios-xi-107.html
https://www.nagios.com/products/nagios-reactor/
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 Operational simplicity, ease of setting up monitoring anywhere without requiring expert knowledge of 

configuration files. 

 Scalable and decentralized, for independent and reliable monitoring. 

 A powerful query language that uses the data model for meaningful alerting and visualisation. 

Prometheus servers scrape (pull) metrics from instrumented jobs. Additionally, Prometheus also supports 

ephemeral and batch jobs using “push” methods by means of an intermediate service called PushGateway. 

Prometheus servers store all metrics locally. They can run rules over this data and generate new time series, or 

trigger alerts. Servers also provide an API to query the data. It encodes dimensions explicitly as key-value pairs 

(labels) attached to a metric name. This allows easy filtering, grouping, and matching by these labels via in the 

query language. 

Therefore, it is able to expose the internal state of your applications. By monitoring this internal state, we can 

throw alerts and act upon certain events. For example, if the average request rate per second of a service goes 

up, or the fifty percent quantile response time of a service suddenly passes a certain threshold, we could act 

upon this by upscaling the service. 

Prometheus servers know which targets to scrape from due to service discovery, or static configuration. Service 

discovery is more common and also recommended, as it allows you to dynamically discover targets. Depending 

on the type of values that will generate the time series, metrics can be defined by some of the following metrics 

type: 

- A counter is a metric which is a numerical value that is only incremented, never decremented. 

Examples include the total amount of requests served, how many exceptions that occur, etc. 

- A gauge is an instantaneous metric value that is created via incrementing, decrementing or 

accumulation. An example could be memory usage, CPU usage, amount of threads, or perhaps a 

temperature. 

- A histogram is a metric that samples observations. These observations are counted and placed into 

configurable buckets. Upon being scraped, a histogram provides multiple time series, including one for 

each bucket, one for the sum of all values, and one for the count of the events that have been 

observed. A typical use case for a histogram is the measuring of response times. 

- A summary is similar to a histogram, but it also calculates configurable quantiles. 

 

Not everything can be instrumented. Third-party tools that do not support Prometheus metrics natively can be 

monitored with exporters. Exporters can collect statistics and existing metrics, and convert them to 

Prometheus metrics. An exporter, just like an instrumented service, exposes these metrics through an 

endpoint, and can be scraped by Prometheus. 

Prometheus has a large number of exporters that export metrics from several systems such as CollectD
51

, 

SNMP
52

, InfluxDB
53

, Docker Cloud
54

 or application logs.  Those exporters are written with official client libraries 

in different common languages. These allow generating highly granular data which you can query. However, 

this technique is not much different than logging. 

 

It has been chosen as the base platform to perform the monitoring part, mainly because it provides wide 

documentation and possibilities to build new exporters and its data base provides us with a powerful query 

language and time response that can be easily used by the orchestrator and portal. 

                                                           
51

  See: https://collectd.org/  
52

  See, among others: https://en.wikipedia.org/wiki/Simple_Network_Management_Protocol  
53

  See: https://www.influxdata.com/  
54

  See: https://cloud.docker.com/  

https://collectd.org/
https://en.wikipedia.org/wiki/Simple_Network_Management_Protocol
https://www.influxdata.com/
https://cloud.docker.com/
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CollectD [37] cloud instances may also be monitored by using a collection of separate open source tools. 

CollectD is a daemon which collects system performance statistics periodically and provides mechanisms to 

store the values in a variety of ways. CollectD gathers statistics about the system it is running on and stores this 

information. These statistics can then be used to find current performance bottlenecks (i.e., performance 

analysis) and predict future system load (i.e., capacity planning). It is written in C for performance and 

portability, allowing it to run on systems without scripting language or cron daemon, such as embedded 

systems. At the same time, it includes optimizations and features to handle big amounts of data sets. StatsD is a 

Node.JS daemon that listens for messages on a UDP to TCP port. StatsD listens for statistics, like counters and 

timers and then parses the messages, extracts metrics data, and periodically flushes the data to other services 

in order to build graphs. These tools are commonly used as “gatherers” for more complex tools like Graphite or 

Prometheus. 

OPNFV Barometer [3] is a project belonging to the OPNFV community that aims at developing a monitoring 

tool with the ability to monitor the Network Function Virtualization Infrastructure (NFVI), in order to enforce 

SLAs or to detect violations, faults or degradation in the performance of NFVI resources so that events and 

relevant metrics are reported to higher level fault management systems. If fixed function appliances are going 

to be replaced by virtualized appliances the service levels, manageability and service assurance needs to remain 

consistent or to improve on what is available today. As such, the NFVI needs to support: 

- Traffic monitoring and performance monitoring of the components that provide networking 

functionality to the VNF, including: physical interfaces, virtual switch interfaces and flows, as well as 

the virtual interfaces themselves and their status, etc. 

- Platform monitoring including: CPU, memory, load, cache, thermals, fan speeds, voltages and machine 

check exceptions, etc. 

All of the statistics and events gathered must be collected in-service and must be capable of being reported by 

standard Telco mechanisms (e.g. SNMP), for potential enforcement or correction actions. In addition, this 

information could be fed to analytics systems to enable failure prediction, and can also be used for intelligent 

workload placement. 

The development of such a monitoring tool in Barometer is based on the usage of CollectD for what concerns 

instrumentation. One of the most important activities carried on within the project is the development of 

CollectD plugins to support the requirements listed before. Some of these plugins provide element of interest in 

the context of 5G ESSENCE. For instance, the hugepage plugin provides the number, percentage and size of 

hugepages available and used on a compute node (hugepages will be further discussed in Section 3.4.1.3); the 

DPDK plugins (DPDK stats and DPDK events) are useful to monitor the behaviour of those devices managed by 

DPDK drivers, which provides optimised network management for VNFs; the Open vSwitch plugin provides 

statistics related to the usage of the virtual switches on the platform; the libvirt plugin provides non-invasive 

instrumentation capabilities for VMs, avoiding the installation of instrumentation agents within the VMs if not 

otherwise required. 

Zabbix [38] is an open source, general-purpose, enterprise-class network and application monitoring tool that 

can be customised for use in mostly any infrastructure. It can be used to automatically collect and parse data 

from monitored cloud resources. It also provides distributed monitoring with centralised web administration, a 

high level of performance and capacity, JMX
55

 monitoring, SLAs and ITIL Key Performance Indicator (KPI) 

metrics
56

 on reporting, as well as agent-less monitoring. An OpenStack Telemetry plugin for Zabbix is already 

available. Using Zabbix, the administrator can monitor servers, network devices and applications, gathering 

                                                           
55

  http://www.oracle.com/technetwork/java/javase/tech/javamanagement-140525.html  
56

  For more details also see: https://wiki.en.it-processmaps.com/index.php/ITIL_Key_Performance_Indicators  

http://www.oracle.com/technetwork/java/javase/tech/javamanagement-140525.html
https://wiki.en.it-processmaps.com/index.php/ITIL_Key_Performance_Indicators
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statistics and performance data. Monitoring performance indicators such as CPU, memory, network, disk space 

and processes can be supported through an agent, which is available as a native process for Linux, UNIX and 

Windows platforms.  

The OpenStack Monitoring Framework [39] focuses on collecting data on the utilisation of the physical and 

virtual resources available to cloud deployments. Data can be stored and analysed, and actions or alarms can be 

triggered according to predefined conditions set by the user. The major components of the Telemetry project 

are: 

 Aodh [40]  the alarming service that allows the user to define alarms and actions based on 

programmable triggers; 

 Ceilometer [41]: the data collection service that monitors resource usage (similar to Barometer);  

 Gnocchi [42]: a time-series database and resource indexing service (similar to Prometheus); 

 Panko [43]: the event and metadata indexing service. 

Ceilometer monitors resource usage in OpenStack environments for resource tracking, customer billing, or to 

trigger other programmable capabilities. The telemetry data collection [44] services provide the following 

functions: 

 Efficient polling of metering data related to OpenStack services. 

 Collection of events and metering data by monitoring notifications sent from services. 

 Transmission of collected data to various targets (including data stores and message queues.) 

Gnocchi's goal is to provide a time-series resource indexing, metric storage service which enables users to 

capture Ceilometer metrics. Using rolling aggregation set by user-defined archival policies, it provides scalable 

storage of short- and long-term data and provide a statistical view based on its input.  

Aodh communicates with Ceilometer and Gnocchi through the OpenStack message bus to monitor the state of 

the resources. The user can define threshold-based, event-based or composite alarms, following a tri-state 

model (“ok”, “alarm” and “insufficient data”).   

Panko provides metadata indexing and event storage service, thus capturing the state information of 

OpenStack resources at any given time. It provides a scalable means of storing both short- and long-term data 

for a variety of use cases, including auditing and system debugging. 

Ceilometer can be used to measure [45] CPU load (MHz), RAM consumption (GB), the total amount of instances 

(max number of instances spawned) and total operation time (sec). One of the main advantages of this 

telemetry tool is that the data collected can be exploited for orchestration in order to program “trigger” events 

for automated resource re-provisioning, in cooperation with OpenStack Heat
57

, which features autoscaling 

which is the on-the-fly re-provisioning of the resources assigned to a VNF, without necessarily stopping and 

restarting it.  

 

3.1.1 Telemetry platform selection 
For 5G ESSENCE, Prometheus has been selected as the “most suitable solution” to monitor the two tier 

infrastructure. Prometheus monitoring tools provide a modular architecture and several available modules to 

capture metrics, with a large support of open source community. Those features provide a complete framework 

to handle different types of infrastructures separately, and be able to analyse the end-to-end services in the 

                                                           
57

 For further details also see: https://wiki.openstack.org/wiki/Heat  
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architecture. Furthermore, an important ability of Prometheus allows defining alerts on those metrics, to be 

notified over multiple channels, in case of any discrepancy or event with the infrastructure. Moreover, 

Prometheus has been already used in the previous 5G-PPP Phase-1 project SESAME and provides results to 

further develop the analytics and Machine Learning techniques to comply with the 5G ESSENCE challenges. For 

this purpose, Prometheus will connect with different exporters developed within the project to collect the 

pertinent metrics of the service composition. Each exporter works as an independent application that remotely 

gathers information about the infrastructure, application logs or other interesting data to collect, accumulating 

this data and exposing it to Prometheus through HTTP. Moreover, alerts are defined by using Prometheus Alert 

Manager; it provides level of control and management workflow, allowing the platform to warn management 

entities, as endpoints, of an alert in the platform. 

The metrics collected from all the different parts of the infrastructure will be stored on a centralized location 

based at the Main DC, such that the CESCM can access them and have an overall view of the overall 5G 

infrastructure. This will need to be implemented in an efficient way. The default option for Prometheus is to 

store the data directly into the filesystem in a special format. However, for flexibility reasons, some other 

solution might be taken into account later on in the project. For instance the usage of an external InfluxDB 

instance to store all the data collected by Prometheus is a plausible option that might be further explored 

within the activities of Work Package 4. 

The collection of telemetry data has as ultimate targets the provisioning of a database for intelligent analytics 

and the visualization of the data, for human consumption. The Main Analytics module depicted in Figure 3 will 

receive the information related to the retrieved metrics from Prometheus, where queries can be defined using 

PromQL language and exported through a HTTP API. From a visualization perspective, the telemetry system can 

be integrated into a monitoring dashboard system in charge of rendering and presenting to the different 

user/tenant/service provider an insight of the data generated by the monitoring service, in order to show the 

real time status of the distributed infrastructure. In 5G ESSENCE, Grafana [46] is taken into account from this 

perspective. It is an open source visualization tool that allows showing graphically the data store in the monitor 

(InfluxDB) to be added as a visualization layer to monitor Prometheus target.  

The visualization of telemetry data has already been demonstrated, as shown in Figure 10, where telemetry 

collected by Prometheus is visually exposed by Grafana. 

 
Figure 10: Grafana view of the data collected through Prometheus 
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3.2 Telemetry for dynamic and distributed infrastructures 
As outlined, the effective use of monitoring systems in 5G environments faces a variety of challenges. One of 

the challenges is related to the fact that 5G small cells deployments, in general, are characterised by a high 

degree of distribution, and; the 5G ESSENCE architecture is a concrete example of this principle, since the 

infrastructure functionalities are distributed across different nodes of the network going from a centralised 

location (the Main DC) to the very edge of the network (Light DC) where the small cells are deployed. 

Traditionally, telemetry has provided the key capability for monitoring of both network and cloud 

infrastructural elements and the corresponding services. Given the multi-layer composition of Virtual Network 

Functions, which are comprised of numerous moving parts, such as heterogeneous and distributed 

infrastructures and virtualization components like VMs/containers, a full end-to-end view of both infrastructure 

and services is required. Achieving this view requires a drastic change in how metrics are conceived: a shift in 

the design principles is required, moving from a highly compartmentalized interpretation, (i.e. metrics are 

treated in per function isolation), to one which utilizes metrics across all constituent elements to deliver a full 

end-to-end service view. This requires the telemetry system to be able to instrument and monitor the different 

devices composing the overall infrastructure and to provide a unique and simple-to-access view of the system 

that can be exposed to both dashboards and analytical techniques. 

Another interesting challenge is related to the high complexity which characterises the overall telemetry 

system: the huge number of metrics and volume of data to be collected, processed and analysed increases the 

complexity of the decision making modules, slowing down the reaction time of the system and implicitly 

increasing service latency. The telemetry system is then required to be distributed in nature and to adapt to the 

constantly changing needs of the infrastructure. This means that the telemetry system should support not only 

metric collection, but also aggregation, filtering and processing in a hierarchical fashion to enable scalability 

across the overall system, introducing hierarchical analytical and actuation points to efficiently exploit the 

metrics and support a scalable decision making distribution [47]. For instance, a shift towards telemetry push 

rather than pull or polling paradigm is currently on going: this has the advantage of publishing metrics only 

when something of interest has occurred. There is little value to continuously pull metrics, such as utilization of 

CPU, if they remain relatively constant or they assume relative flat and/or small values. It is however important 

to report them in the case when, for instance, the CPU utilisation hits high values in a given time window. This 

approach reduces the amount of telemetry processed and sent over the network and eventually results in 

reduction of complexity for the analytics, which have to deal with clean and highly informative data sets.  

The CESCM can then monitor the system in a scalable and efficient manner and make decisions in a reasonable 

amount of time. In fact, the network orchestration is required to be highly performant in order to support the 

time requirements of network provisioning and adjustment. The CESCM needs to be able to quickly access 

meaningful data and models that will support decision making in order to enable the latency reduction 

envisioned by 5G ESSENCE. More specifically, this will require very fast access to runtime data and actionable 

insights, used to make decisions on the runtime network adjustments according to the behaviours of services 

and infrastructure components, as well as efficient access to historical telemetry data, which is used to build 

knowledge over time, learn from patterns of events and behaviours happening in the past. In this context, 

proposing a centralised telemetry system without the use of filtering, aggregation and transformation of the 

enormous volumes of diverse metrics into meaningful insights becomes a non-viable option. 

From this perspective, introducing analytics modules into the telemetry fabric can transform telemetry into a 

more hierarchical and scalable system, decentralising some of the main filtering and aggregation functionalities 

and increasing the readiness of the data for analytics techniques. Prometheus telemetry system provides 

interesting functionalities that can support this type of approaches, which are namely called aggregation and 

federation. 
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3.2.1 Aggregation and pre-processing 

Aggregation [48] in Prometheus is about the possibility to exploit the query language provided by the system to 

support the generation of derived metrics which can be composed as an aggregation of simple ones. 

Prometheus queries can support simple mathematical operators, such as addition, subtraction, multiplication, 

division, modulo and exponentiation. Moreover the results of an aggregation query might be a Boolean when 

using comparison operators, such as equal, not-equal, greater-than, less-than, greater-or-equal and less-or-

equal. 

Prometheus queries provide two types of result formats: scalars and vectors. The result of the application of 

the aggregation approach to them produces different results according to the combinations represented in 

Table 2. 

Aggregation also supports processing of metrics using aggregation operators, such as the calculation of the 

sum, the minimum, the maximum, the average, the standard deviation, the variance and the quantile over 

dimension, as well as providing keywords for counting values and filter them (such as taking the smallest and 

largest k elements by sample value). 

 

 Between two scalars Between two vectors Between one scalar and 

one vector 

Simple 

mathematical 

operators 

The result of these operators 

is a scalar 

The operators are applied to 

the matching couple of 

elements of each vector. Non 

matching elements in the 

right-hand vector are 

discarded 

The operator is applied to 

every element of the vector 

using the same scalar for all 

of them 

Comparison 

operators 

The results is another scalar 

that assumes as value either 

0 to represent false or 1 to 

represent true 

The operators are applied to 

the matching couple of 

elements of each vector. 

Matching elements are kept 

in the results whereas the 

non-matching elements are 

discarded 

The operator is applied to 

every element of the vector 

using the same scalar for all 

of them and only the 

matching elements are kept 

in the result 

3.2.2 Federation 

The federation functionality provided by Prometheus [49] enables the telemetry system to provide a more 

distributed system of data storage. The default deployment for Prometheus consists of a centralised single 

instance which is in charge of collecting all the data exposed by the overall infrastructure. This deployment 

properly addresses simple scenarios characterised by a reasonably small amount of nodes to be monitored. In 

more complex scenarios, Prometheus limiting factor in terms of performance becomes how many data points 

and metrics can be handled by a single centralised machine, when all the data is routed to one global instance, 

limiting also monitoring capabilities that the system can handle. This would also represent a single point of 

failures and create more problems in case of infrastructure failures or connectivity breaks on the fronthaul.  

When the number of nodes to be monitored increases and they are more dispersed in large geographical areas, 

such as 5G scenarios, and when the system has strict requirements in terms of scalability, reliability and latency, 

Table 2: Simple mathematical and comparison operators for Prometheus aggregation. 
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having Prometheus working as a more distributed system can represent a proper response to those 

requirements. For instance, using the federation mechanism provided by Prometheus is one potential way of 

exploiting processing and filtering capabilities on metrics and data points provided by the aggregation 

operators and exploit them to simplify the data, reducing redundancy and increasing information efficiency. 

More in details, Prometheus supports two types of federations: hierarchical and cross-service. Hierarchical 

federation allows Prometheus to scale to environments with tens of data sources and potentially millions of 

resources. In hierarchical federation, the federation topology looks like a tree, with higher-level Prometheus 

servers collecting aggregated time series data from a larger number of subordinated servers. Prometheus 

allows configuring this federation on an arbitrary number of layers, but for the case of 5G ESSENCE, it appears 

reasonable to configure it in order to manage only two layers, which correspond with the two tiers in the 5G 

ESSENCE architecture, the Light DC and the Main DC. This also allows the Light DC to collect and store telemetry 

in a reliable manner even in case of malfunctioning of fronthaul connection and/or damages, such as natural 

disasters of terrorist attacks as foreseen in the Mission-Critical Push-to-talk (MCPTT) use case defined in Work 

Package 6. 

In the cross-service federation, a Prometheus instance is configured to scrape selected data from a “peer” 

instance to enable alerting and queries against both datasets within a single Prometheus server. For instance, a 

CESC hosting multiple VNFs might expose hardware resource usage information (such as CPU, memory and disk 

utilisation over time) related to the VNF instances. At the same time, a VNF running on that CESC might only 

expose application-specific service metrics. These two sets of metrics could be scraped by separate Prometheus 

servers and aggregated onto one instance using federation, so that both sets of metrics can be used within that 

server. 

The usage of federation and aggregation mechanism within the 5G ESSENCE telemetry system is under 

investigation and parameters like scalability, complexity reduction and platform utilization for the 

instrumentation and monitoring are being taken into account in the analysis. Some initial tests performed on a 

representative testbed for 5G ESSENCE demonstrate a very stable behaviour of Prometheus while using 

federation in a scenario with more than 40 nodes. More specifically, in the preliminary test performed so far, 1 

physical machine have been configured as Main DC, including a master instance of Prometheus, 2 physical 

machines have been configured as CESC including a “slave” setup of Prometheus and 40 VMs have been 

deployed using the same Prometheus configuration as the CESCs. In that configuration Prometheus was 

running the Node Exporter, collecting all the available metrics. On the physical machines representing the 

CESCs the CPU utilization was around 2% and the network consumption on the Main DC node was in the order 

of 300Kbps, which demonstrates applicability of the approach also to those 5G ESSENCE scenarios which 

requires a low footprint. More detailed tests might be performed in the future activities of the project, to 

better characterise the performance efficiency of Prometheus and its configuration. 
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3.3 Monitoring Service SLA compliance 
Monitoring both network and ICT infrastructures to the corresponding services is becoming a challenge with 

the current trend of “softwarization” of functions in a distributed infrastructure to expose the telemetry. The 

QoS and QoE are playing a vital role in the provision of a service. As NFV is becoming the future of the digital 

transformation, SLA Management to hybrid networks is composed from both physical and virtual network 

functions. The goal to comply with the SLA is continuously evaluating the value of the service from a utility 

perspective. SLA will define the service levels provided in the infrastructure under the 5G ESSENCE platform. 

SLAs represent the contractual relationship between a service consumer (i.e. the tenant) and a service provider 

(i.e., the owner of the small cell network) in order to provide a mechanism to increase trust in providers by 

encoding dependability commitments and ensuring the level of Quality of Service is maintained to an 

acceptable level. In the context of 5G ESSENCE, a performance monitoring will allow to identify when the 

infrastructure is reaching a level where the resources used by the tenants as service can affect the performance 

of the system and continuously evaluating the value of the service from a utility perspective. 

SLA evaluation relies on the use of multiple monitoring solutions to retrieve the necessary metrics, to 

contextualize monitoring and reporting, assess the contract terms associated with service level objectives that 

have been specified in the SLA for the different components. To this end, Atos is working on the design and 

implementation of an SLA compliance monitoring module, extending the work already done in SESAME.  

The challenge that SESAME overcame, i.e. providing services that involve both radio and virtualization aspects 

at the network’s edge, implies more complex management functionalities for such services. For that purpose 

the platform was designed in such a way that the radio access management task (e.g. configuration of 

parameters of the small cells like handover and cell reselection thresholds, admission control thresholds, etc.) 

and NFV management responsibilities (e.g. VNF/service instantiation, lifecycle management, policy 

management etc.) can be handled in an orchestrated and more centralized way. The following picture depicts 

the workflow between the different components of the infrastructure:  

 

The CESCM is composed of several pieces; together it manages the use, performance and delivery of services 

and the relationship between the CESC provider and the network operator. CESCM entity is the key component 

for the creation of complex virtual network scenarios, based on end-to-end virtualization management, 

evaluating the service assurance and SLA management on Multi-tenancy scenarios. 5G ESSENCE will continue 

with the Telemetry system developed within SESAME concept, narrowing more the concept of a service 

provided in 5G architecture.  

Figure 11: SESAME CESCM Monitoring system overview 
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The SLA module conceptually covers the following features in order to assess the service quality: 

 Generation of contracts as part of the templates and agreements based on WS-Agreement 

specification, after the negotiation phase has been accomplished. 

 One-way SLA negotiation: one (or more) SLAs associated to each service that can be accepted or not. 

 Management of SLA related lifecycle: creation, evaluation, termination of the involved entities; 

templates, agreements, providers, violations, penalties. 

 Evaluation of any type of KPI, when it can be measured through the monitoring system:  
o Simple monitoring systems that must be polled in order to retrieve the metrics or that are 

able to push the metrics into the SLA core once they are available. 
o Smart monitoring systems that are able to evaluate the constraints, and raise the appropriate 

violations. 

 Assessment of Service Level Objectives
58

 (SLOs), as part of the key elements of the SLA, and 

corresponding penalties when an SLO is violated. 

 Notification of detected violations and incurred penalties to interested parties. It provides the 

possibility of defining business actions and associate them to SLA violations. 

 
The SLA management module has to perform several actions in order to activate the SLA service. The steps are 

described as follow: 

 Templates: show the available SLA templates with the QoS parameters to be offered to the user. 

 Agreements: show the available SLAs and defined values that are associated to existing services that is 

associated to an existing template in order to be registered. 

 Enforcements:  activate the evaluation once the agreement has been signed, and determine the 

evaluation status. 

 Notification: show and send notifications of violations of an SLA with their related information.  

  

                                                           
58

  Also see: https://en.wikipedia.org/wiki/Service_level_objective  
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3.4 Resource Allocation for VNF isolation 
One of the main goals of 5G ESSENCE is to provide support for end-to-end network slices across the 

infrastructure. As already outlined, the concept of network slice becomes important in the context of 5G 

communications when isolation among different tenant and service chains is required, in order to support the 

different traffic flows and user requests in a deterministic manner and provide heterogeneous services sharing 

the same physical infrastructure, resulting in an efficient usage of resources and an increased flexibility of 

management and orchestration of network services and resources.  In this context, it is important to notice that 

concepts like virtualization and multitenancy, if on the one side are enabling the provisioning of network slices, 

on the other side are introducing issues in terms of performance determinism for VNFs.  

The virtualization of Network Functions (NFs), for instance, is creating a completely different set of constraints 

with respect to the deployment of traditional physical network functions, which was based on predefined 

hardware: the usage of predefined hardware, in fact, enables determinism based on the fact that the network 

function operating systems were perfectly aware of local hardware resources available (such as network 

processors, accelerators, offloading capabilities, etc.) and were designed from the beginning to exploit them. In 

a virtualized environment, VNFs are executed on general purpose x86 platforms and they are not aware in 

advance of which hardware features they will be able to exploit on the compute host after the deployment (e.g. 

available PCI devices, etc.). In 5G ESSENCE architecture, the CESCM, which is in charge for the selection and 

allocation of physical resources for VNFs, therefore needs to become aware of the resources that are available 

on the compute nodes, in order to enable their exploitation from VNFs at deployment stage, to properly 

instantiate and configure virtual service components. 

The multitenancy introduces the issue of contention between different VNFs running on the same hardware. 

Sharing hardware resources can generate unexpected delays, e.g. jobs might be delayed during concurrent 

scheduling operations on the local OS when too many processes (such as VMs or containers) try to run 

instructions simultaneously. The introduction and exploitation of multi-core systems is a step towards 

mitigation of this issue, but there are different types of shared resources among processes running on the same 

compute host are shared that can represent bottlenecks on the platform. These types of scenario affect 

performance and generate positive or negative impact on important KPIs, like throughput and latency. 

Predictable performance is a crucial requirement for VNFs and network services due to the very stringent 

requirements that they are required to satisfy [50]. Potential solutions to this problem have been offered in the 

last number of years and mostly consist of the implementation at hardware level of isolation mechanisms that 

are then exposed to VMs and containers for their-own use. In order for the VNFs to be aware of those available 

mechanisms and exploit them, they require to be exposed to the orchestration system, which needs to be 

aware of both their availability and their effect on the specific VNFs. 

3.4.1 Hardware mechanisms for VNF isolation 
Different technologies and techniques have been identified at platform level to support isolation between 

processes and assure that their mutual interference on performance is minimal while concurrently executing on 

the same machine. As results of a state-of-the-art analysis, they are listed and discussed in the following and 

will be taken into account during the future development activities of 5G ESSENCE. 

3.4.1.1 Core Pinning 
Core pinning is a practice that enables the binding of a process to a specific set of cores within CPUs in such a 

manner that a process runs all its instruction on a pre-fixed set of cores. This avoids copies of memory chunks 

between caches of different cores, resulting into an overall average reduction of delay during the packet 

processing. 
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The application of core pinning is a method to force a process to run on the same core, but on its-own it is not 

synonym of isolation. In fact, a number of processes can get assigned to the same core and therefore share that 

core with other processes: this will then only help the process to be more stable, but not predictable yet. An 

efficient isolation approach requires that cores are exclusively assigned to a process so that they do not have to 

share the core with other processes. In systems where the number of cores is high enough (e.g. some CPUs that 

expose more than 40 cores) it is reasonable to use this level of isolation to make sure that each process will 

have a subset of those cores exclusively assigned to it, achieving predictable CPU access. In cases of CPUs with a 

smaller number of cores this approach might be not viable. This might be a very important information to take 

into account at the orchestration level when making network function placement decision, deciding between 

Main DC (where a large number of cores per CPU is expected) and the Light DC (where a small number of cores 

is expected).  

Orchestration systems and VIMs currently available, such as Open Source Mano (OSM) and OpenStack, are 

providing hooks in the definition of VNF descriptors or deployment templates, in order to enable the service 

provider to specify which core pinning policy to actuate at deployment time for each service. It is therefore 

important to use an intelligent policy to configure this aspect of the configuration of VNFs, in order to make an 

efficient use of resources across the infrastructure. 

3.4.1.2 NUMA Awareness and pinning 

Non-Uniform Memory Access
59

 (NUMA) is a computer memory access design used in multiprocessor systems 

where the memory access time depends on the memory location relative to the processor. The processors can 

be grouped together with their own memory and I/O channels. Each group of CPUs, memory and I/O channels 

is called NUMA node. The allocation of CPUs and hardware resources to a NUMA node is a hardware vendor 

specific implementation. Each CPU can also access memory associated with another NUMA node in a coherent 

way; however, this is slower and less efficient in comparison to accessing local memory.   

The I/O channel that connects a group of CPUs and a NIC is also part of this design and, as a consequence, every 

NIC is attached to only one NUMA node. Therefore, the process scheduling that the Operating System performs 

can impact the performance of a process that has very frequent access to network traffic (VNFs represent a 

good example): for example, if instructions of a VNF are scheduled by the OS on different NUMA nodes than 

the one where the NIC is located, the results could be a slower copy of the data from the NIC to the CPU and 

this would be done for every packet that required processing. Therefore, NUMA awareness is a very important 

feature for the system in order to take care of this aspect to reduce latency and increase predictability. 

The execution of a VNF is subject to change of the CPU core on which the packet processing function is 

executed over time. If cores interested in this phenomena are not part of the same NUMA node this increases 

the jitter in the packet processing function and introduces non-deterministic behaviours. In order to keep the 

behaviour of the VNF predictable, core pinning is a great support, since it forces a VNF to run on fixed cores, 

avoiding to jump from core to core after every scheduling decision. However, this might be not enough from a 

latency perspective, since pinning a VNF to cores that belong to a different NUMA node than the NIC will 

introduce undesired and unneeded latency that can be simply avoided by intelligent NUMA aware core pinning. 

For instance, OpenStack Queens supports NUMA Awareness core pinning at VIM level and Open Source Mano 

provides interfaces for exposure of those hooks into the orchestration system. 

3.4.1.3 Hugepages 

When executing instructions on an x86 architecture, both the CPU and Operating System (OS) mark the blocks 

of RAM as being used by a process. In Linux OS the default size of those blocks, named pages, is 4KB. Pages are 
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swapped to the disk over time to assure that the memory hierarchy performs its task correctly and this is done 

by using virtual addresses on the RAM mapped on physical addresses on the disk. The OS is, therefore, required 

to keep track of both the mapping between processes and pages and between virtual pages and physical pages 

and this mapping is temporarily stored on the Translation Lookaside Buffer
60

 (TLB).  As the number of pages 

increases, the time necessary for the lookup on the TLB increases. To overcome this problem, newer CPU 

architectures and OSs support bigger pages, called Hugepages, which result into a smaller number of entries on 

the TLB and less time spent on lookup.  

Hugepages require to be configured at OS start-up, when both the number of hugepages and their size need to 

be specified. Size of hugepages can generally assume 2MB or 1GB on Linux OS. Using hugepages can be 

considered as a good practice for systems with abundant RAM available and the system is usually configured in 

order to manage only a portion of the overall RAM with hugepages in order to maintain general system 

efficiency, taking into account that other processes might require small pages to be efficient. Therefore, the 

hugepages are generally limited in quantity, which makes it very important for the CESCM to be aware of their 

availability on the different nodes of the infrastructure. Also in some scenarios envisioned by 5G ESSENCE, the 

amount of RAM available at the CESC can be small (tens of GBs) and therefore the availability of hugepages 

would become a major element of differentiation while making placement decisions (e.g. between Light DC and 

Main DC). 

3.4.1.4 SR-IOV and PCI Pass-through 

Single Root – Input/Output Virtualization (SR-IOV) is a hardware capability provided in many new types of PCI 

express devices. This allows the fair decomposition of a device hardware capability (in terms of exposure) 

providing isolated and exclusive access to different portions of the device. Examples of PCI devices that provide 

this type of functionality are Network Interface Cards (NICs) and Graphic Processing Units (GPUs). For instance, 

on an SR-IOV NIC, a system administrator can configure the NIC in such a way that the full set of hardware 

queues in the device are grouped and divided in order to allow the creation of different virtual functions on the 

same NIC. Every virtual function will gain access to the network through dedicated resources and it will be seen 

from the Operating System as an independent network port. Most of the modern SR-IOV enabled NICs support 

a throughput per VM equal to the total NIC throughput, (e.g. in the case of a 10Gb NIC, every channel will 

support 10Gb throughput for the in/out communication, when only one virtual function is sending/receiving 

traffic) and communication between virtual functions attached to the same NIC often results into even more 

efficient communication (e.g. some 10Gb NICs support throughput between internal virtual functions up to 

40Gb). 

This mechanism becomes even more powerful when combined with PCI pass-through. PCI pass-through is a 

software bypass of a PCI device to a process or a VM. In the case of a VM, for instance, a network port is 

released by the local operating system and is directly dedicated to a VM through the hypervisor. This has a two-

fold beneficial effect: (i) the VM has a dedicated access to the hardware provided by the NIC, which is not 

shared with other processes or VMs; (ii) the VM network traffic sent and received by the VM is not processed 

by a software stack on the local operating system (such as the Linux TCP/IP stack or virtual switches/bridges) 

which turns into a reduction of latency on the overall end-to-end communication. 

As previously discussed, the usage of SR-IOV NICs has a beneficial impact on throughput for both internal 

(virtual function to virtual function) and external communications. Also beneficial impact is expected on end-to-

end latency, especially when combined with PCI pass-through, to avoid the packets to be pre-processed by the 

local operating system and increase predictability for those cases where local virtual switches might be 

congested.  
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Since SR-IOV is expected to be deployed on high performant and expensive servers, it is of crucial importance 

for the CESCM to discover and become aware of which compute hosts have SR-IOV enabled NICs across the 

network in order to make the best use of them and properly take that into account during the placement 

decision making for VNFs. 

3.4.1.5 Intel® Resource Director Technology 

Intel® Resource Director Technology (RDT) is a series of technologies available in the new generations of Intel 

processors providing a set of interfaces and tools for fine-grained monitoring and control of memory (both Last-

Level-Cache – LLC - and memory bandwidth) on the platform. Intel® RDT includes four main features, described 

in the following. 

Cache Monitoring Technology (CMT) is a feature that allows the Operating System or a hypervisor to determine 

the usage of cache by applications running on the platform. It currently monitors the L3 caches, which is the LLC 

in most platforms. CMT provides the mechanisms to detect if the platform supports this monitoring capability 

and to monitor the LLC occupancy in a per process/VM base. This feature can be very useful to discover if 

specific VNFs are over-utilising the cache, to track the effect of a VNF on the cache and adjust scheduling and 

placement policies accordingly. 

Cache Allocation Technology (CAT) is a feature that provides software-programmable control over the 

maximum amount of cache space that can be consumed by a given thread, process, VM, or container. This 

allows, for example, Operating Systems to protect important processes, or hypervisors to prioritize important 

VMs even in a noisy datacentre environment. The basic mechanisms of CAT include the ability to enumerate 

the CAT capability and the associated LLC allocation support based on core ID and the provisioning of an 

interface for the OS/hypervisor to group applications into classes of service and indicate the amount of last-

level cache available to each group. 

Memory Bandwidth Monitoring (MBM), like CMT, provides a monitoring capability. In particular, it provides 

additional advanced telemetry by extending CMT to monitor more events. The same flexible per-

thread/process/VM/container monitoring is possible, enhanced with visibility into memory bandwidth. 

Code and Data Prioritization (CDP) is a specialized extension to Cache Allocation Technology (CAT), which 

enables software control over code and data placement in the last-level cache (LLC). This can be beneficial for 

many different reasons like protecting the code of certain applications on the L3 cache, including those with 

large code footprints and large data footprints, which may otherwise contend for LLC space. Additionally, 

latency-sensitive VNFs can benefit as code is more likely to be in the L3 cache when needed (rather than 

needing to be fetched from memory). These capabilities could also be exposed northward to the CESCM to 

enable centralized automation or tracking of isolation. 

All the hardware features discussed in this section can be necessary for the VNFs and network services to 

achieve the desired QoS and avoid SLA breaches.  
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3.5 Analytics-based allocation of cloud resources 
The Main Analytics module currently envisioned in the proposed architecture in Figure 3 represents one of the 

main elements of novelty for the orchestration of 5G infrastructures and services. One of the main research 

problems related to the design of the analytics is to add the capability of the system to predict the behaviour of 

workloads and users and use that prediction for intelligent decision making.  

Most of the current systems rely on heuristics and overly simplistic assumptions about the workloads and 

system statistics. These heuristics are typically a one-size-fits-all solution in order to be applicable in a wide 

range of applications and systems environments. This limitation is all the more striking considering the wide 

range of problems that could be approached with a more sophisticated model of a computing system: for 

example, resource allocators, both process schedulers in OSs and orchestrators in clusters [51], [52], [53], use 

simple heuristics, and still often struggle to get performance right [54], [55]; and monitoring systems whose 

objective is the detection of anomalies have used some machine-learning approaches in network-based 

scenarios [56], [57], [58], but much less so in the more systems-heavy domain. Tailoring the prediction models 

to specific situations, however, can be extremely complex: they have to take into account the interplay of 

systems components and concurrently running heterogeneous applications, while being able to adapt to a 

dynamically and often abruptly changing state of the system. Considering developing generic heuristics is 

already an extremely time-consuming task, creating tailor-made solutions by hand is rarely worth the effort. 

However, there are several recent developments that bring us closer to developing systems models that could 

perform much better than existing generic methods based on simple heuristics. Machine Learning is becoming 

more effective and efficient at learning from large amounts of data. Moreover, we have a much better 

understanding of ways to embed heterogeneous feature types (categorical, numerical, structured, and 

temporal) into a joint representation amenable to downstream tasks. If we extract and collect the right input 

data, we may be able to automatically create tailor-made models that outperform generic heuristics. 

As a first approach, we investigate the idea of integrating system telemetry ranging from standard resource 

usage statistics to kernel and library calls of applications into a machine learning model. Intuitively, such a ML 

model approximates, at any point in time, the state of a system and allows us to solve tasks such as resource 

usage prediction and anomaly detection. To achieve this goal, we leverage readily-available information that 

does not require any change to the applications that run on the system. We train recurrent neural networks 

such as Long Short-Term Memory (LSTM) neural networks [59] to learn a model of the system under 

consideration.  

To learn a model of a system that is good at predicting future resource usage, we need to collect data about the 

present. One obvious approach is to collect data about the resources that we want to predict, such as CPU and 

memory usage statistics. This follows the idea that, in many cases, the previous values of resource usage will 

have at least some influence on current resource usage. For example, memory consumption will often increase 

or decrease gradually over time. CPU usage is often more spiky, but even here, for many processes, phases of 

low activity and high activity will be apparent. Such resource usage information is easily available; however, it is 

generally accounted for on a per-process basis. However, logical services often comprise of a number of 

processes running in sequence or parallel for which is therefore necessary to aggregate measurements to 

create a global view of the service.  

The often easiest way to monitor this is by spawning the required services inside a cgroup, which allows the use 

of system tools to collect accounting information about a group of processes: the ones initially spawned into 

the cgroup, and all their children. 

However, these high-level usage statistics alone provide no deeper insights into the state of a process. It would 

be useful to have at least a rough understanding of what a process “is doing” at runtime. Unfortunately, the 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2018 

 

 
Deliverable D4.1 (“Optimisation of virtualisation, orchestration, and resource allocation”)  
 58/101 

 

possibilities here are limited if we want to stay generic and not require ancillary or internal information that is 

specific to a certain problem domain (such as information about input data), or requiring specific compiling or 

linking steps. Using a profiler to measure which functions are being run for how long, for instance, requires a 

symbol table which is not always available (stripped). There are options, however, to inspect program 

behaviour without requiring such additional information. By analysing the system calls that a program 

performs, we can get a rough understanding of what a process is doing; furthermore this information is always 

available, because it does not rely on code annotation or additional symbols. Some system calls also have an 

obvious relationship with certain kinds of resources. For example, the write, read and similar system calls work 

on files or sockets, which translates into disk or network I/O. If we want to predict I/O, the relationship is 

obvious; but even for CPU usage, there is a strong relationship: for example, disk I/O often correlates with low 

CPU usage, since the process is waiting on I/O accesses to the finished. 

System calls also have the advantage that they are easily traced. Originally, we experimented with strace [60] 

here. These days, its overhead is relatively low (only 1-2% overhead on workloads with moderate number of 

system calls). However, on syscall-heavy workloads, as they can appear especially in network workloads, the 

overhead can still be prohibitive. Instead, we decided to extend the trace and syscount tools from the bcc suite 

[61], which are based on Enhanced Berkeley Packet Filter (EBPF) and produce a much lower overhead. The 

former could even be used to trace not only system calls, but all calls to standard system libraries: this is a 

trade-off between more detailed information and additional overhead. For now, we focused on system calls 

and developed a ML model that integrates usage statistics and sequences of system calls into a joint 

representation. 

In order to prepare the data such as usage statistics as input for the ML models, we need to discretize it into 

time intervals for several reasons. First, some data only makes sense as values over a time period: what was the 

CPU utilization in the last second? How many bytes were written to disk? 

Second, for the eventual goal of resource allocation, we will also have to predict resource usage over a time 

period that the scheduler uses as time slice. Finally, calculating each resource usage over a certain time period 

provides us a fixed-size value: each information can be interpreted as a single value which then can all be 

combined into an input vector of fixed size. For system calls, however, such a fixed-size representation is not 

straightforward to generate. System calls occur at (seemingly) random times and are discrete events as 

opposed to continuous numerical values. Within a time period of a second thousands of system calls, or none, 

can occur. Hence, there is no immediate fixed-size representation. Fortunately, to transform sequences of 

system calls into a fixed-sized vector representation, we can use representation learning approaches for 

sequence data such as the word2vec skip-gram model [62]. Instead of applying these representation learning 

approaches to sequences of words to learn meaningful vector representations, we can apply these methods to 

sequences of system calls (and also other types of event sequences occurring in a system) to learn 

representations of these events. To create a word embedding, a large text corpus is analysed for word 

occurrences and the context they appear. To collect a corpus of system call sequences, we collected system call 

traces from various types of applications running on the system under consideration. 

We then used that data to learn system call embedding through a model similar to the skip-gram model [62]. As 

a result, we can take all system calls occurring within a time period, interpret them as a “sentence”, and use the 

event embedding to create a fixed-size vector representation. Since we now have a fixed-sized representation 

of the resource usage statistics and a fixed-size representation for system calls, we can directly use this data to 

train a ML system model, as shown in Figure 12 that depicts the overall architecture: we collect telemetry data 

(top left), as well as the application’s system calls (bottom left), over a time period t. The variable number of 

calls is transformed into a fixed-size vector via a word embedding. The two vectors are combined and used as 

input for an LSTM that then predicts the resource usage at some future time period t + i. 
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The objective of this work is to learn and maintain a model of a computing system on a particular level of 

abstraction. In the end, all systems are state-based and, given a current state, we want to use the model of the 

system to make predictions about itself and its applications future behaviour. Several recent neural network 

based machine learning architectures maintain some sort of internal state. Examples are recurrent networks 

such as LSTMs [59] and variants [63], and neural Turing machines [64], to name but a few. We are taking 

advantage of these methods by developing a system model that maintains a vector (hidden) representation of 

the current state of the system and is trained so as to minimize the expected error (here: the root-mean-square 

error (RMSE)) of predicting future resource usage. To keep this initial explorative model simple and for the use 

case of resource usage prediction, we train an LSTM with the collected and pre-processed data consisting of 

past usage statistics and system calls. 

As explained above, we conducted some preliminary experiments by collecting system calls from various 

applications to create the system call corpus. We then collected the resource usage and system calls of a 

scientific computing toolchain that executed a number of bash
61

 and python
62

 scripts, which interleaved I/O-

and CPU-heavy phases. (This seemed a useful starting point for us, since it included several different behaviours 

in a single application; if the model could predict those behaviours, it stands to reason it can do so for other 

workloads that might not be as diverse, too). Finally, we embedded the system calls and trained an LSTM with 

the data. The model is trained to minimize the RMSE of the CPU usage (as a value between 0 and 1) a number 

of seconds into the future. Figure 13 shows the results, varying both how far to predict into the future, and how 

much history to take into account for the prediction. 

Two behaviours would be expected: one, that with the reduction of history taken into account for the LSTM, 

the prediction decreases (as there is less information available for the model to base its prediction on); and 

two, that looking farther into the future would increase the prediction error (since uncertainty increases with 

the amount of time between the two points in time). It can be seen that assumption 1 indeed holds true: when 

only 1 second of historical data is taken into account, the error is indeed much higher than if 10 seconds are 

taken into account. The second assumption, however, only holds true to a very limited degree: for the 1-

second-of-history case, the error indeed increases, but only up to a prediction of seconds into the future, after 

which it levels out. For the case of 10 seconds of history, the accuracy stays roughly the same over all 

investigated prediction lengths. We cannot completely explain this behaviour. It might be an artefact of how 

the collected data in our test application looks like; in any case, this warrants further investigation. 

                                                           
61

  For more details also see: https://linuxconfig.org/bash-scripting-tutorial  
62

  For more details also see, inter-alia: https://www.python-course.eu/python3_execute_script.php  

Figure 12: Architecture of a system that takes telemetry and system call data to predict future resource usage. 

https://linuxconfig.org/bash-scripting-tutorial
https://www.python-course.eu/python3_execute_script.php
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Figure 13: Initial result of prediction algorithm. 
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3.6 Analytics-based management of the Radio Access Network 
The 5G vision involves a Radio Access Network (RAN) fully exploiting cognitive capabilities that embrace 

knowledge and intelligence, increasing the degree of automation, making the network more self-autonomous 

and enabling a personalized user experience across the Mobile Network Operator (MNO)’s RAN. In this respect, 

the introduction of analytics capabilities in a wireless network provides the ability to smartly process different 

types of input data from the environment and come up with knowledge that can be formalized in terms of 

knowledge models and/or structured metrics that represent the network and User Equipment (UE) behaviour. 

This allows gaining in-depth and detailed knowledge about the network, understanding hidden patterns, data 

structures and relationships, and using them for a making smart network planning and optimization decisions. 

From this perspective, this section expresses the results of some initial exploration done on the topic to be 

integrated with 5G ESSENCE architecture as part of future work. Figure 14 depicts the framework considered 

here for supporting the application of analytics functionalities to derive knowledge about the RAN in 5G 

ESSENCE. The framework takes as a reference the general 5G ESSENCE architecture presented in Deliverable 

D2.2 [2] and is devised from a functional perspective that can accept different implementations depending on 

the capabilities of the components of the 5G ESSENCE telemetry and orchestration shown in Figure 3. In the 

case of the RAN, the telemetry information can come from three different sources: 

 Measurements directly obtained from the CESC. As mentioned in D2.2, a multi-RAT CESC is considered 

that can support LTE, 5G NR
63

 and/or Wi-Fi technologies. In that respect, LTE small cells collect a 

number of measurements at the physical (PHY) layer, as described in 3GPP TS 36.214 [65], and at the 

Layer 2, as described in 3GPP TS 36.314 [66]. These measurements can be performed on the small cell 

or on the UE and reported back to the network. Similarly, for the case of 5G NR, although 

specifications are not yet completed, an initial list of PHY measurements are described in 3GPP TS 

38.215 [67]. As for Wi-Fi, a list of measurements is described in the IEEE 802.11-2012 standard [68]. 

The possibility of exporting these measurements towards a telemetry platform (e.g. Prometheus in 

Figure 3) depends on the interfaces that are exposed by the small cells/Access Points (AP).    

 Measurements provided by the cSD-RAN controller of the 5G ESSENCE architecture. It is expected that 

some of the Layer 2 measurements defined in [66] can be also gathered by the cSD-RAN controller, 

depending on its specific functionality. 

 Performance Management (PM) reports available at the EMS and/or Network Management System 

(NMS). For the case of 3GPP technologies, they are XML files and can include multiple metrics defined 

in 3GPP TS 32.425 [69] and different KPIs combining these metrics as defined in 3GPP TS 32.450 [70]. 

For the case of Wi-Fi they can come from proprietary management systems (e.g. Cisco Prime 

Infrastructure [71], etc.), but also 3GPP has standardized in TS 28.403 [72] a number of measurements 

related to WLAN technologies. 

                                                           
63

  For more details about the 5G NR also see: http://www.3gpp.org/news-events/3gpp-news/1929-nsa_nr_5g  

http://www.3gpp.org/news-events/3gpp-news/1929-nsa_nr_5g
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The available data is gathered by the telemetry platform and introduced as input to the analytics module, which 

basically includes two different tasks. First, the pre-processing stage takes as input the PM reports and the CESC 

measurements and extracts and prepares the relevant metrics to be analysed for knowledge discovery, 

depending on the use case in hand. For that purpose, the data pre-processing stage can perform different 

operations such as data cleaning to remove noise and inconsistent data (e.g. discard network data counters 

that exhibit errors in specific periods of time because they have not been properly collected), data integration 

to combine the data sources from PM reports and CESC measurements and data transformation e.g. to 

aggregate measurements on a cell and/or time basis data. 

Secondly, the analytics module includes the knowledge discovery stage that is applied to the pre-processed 

data to derive exploitable knowledge models that capture the UE/network behaviour. Knowledge discovery is 

supported by machine learning tools to perform the data mining. Extracted knowledge models can be defined 

at different levels: cell level (contains the characterization of the conditions on a per cell basis), cell cluster level 

(characterization of groups of cells built according to their similarities) and user level (contains the 

characterization of the conditions experienced by individual users). 

The obtained knowledge models can be exploited by the decision making logic associated to different RAN 

optimization actions associated to the management systems (NMS/EMS) or to the cSD-RAN controller. 

Examples of these actions include switching on/off cells for energy saving purposes, reconfiguring certain small 

cell (or Wi-Fi access point) parameters (e.g. operating frequency, transmit power, antenna tilt, etc.), support to 

planning decisions for the addition of new network nodes, etc.  

There exist a wide range of possible knowledge models that can be of interest for the purpose of RAN 

optimisation. Some of them are provided below as examples [73]: 

 Classification of time domain traffic patterns. Time correlations in the traffic evolution of a given cell 
(or access point) should be detected to identify existing seasonality at different levels (e.g. intra-day 

CESC (Multi-RAT small cell)

LTE 5G NR Wi-Fi

Pre-
Processing

Knowledge 
Discovery

Analytics

EMS/NMS

CESC Measurements

PM Reports

cSD-RAN 
controller

Decision 
making

Decision 
making

Figure 14: Framework for monitoring and analytics of the RAN in 5G ESSENCE 
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variations, variations during the week between working days and weekend, variations in the traffic 
between winter and summer, etc.) and classify the cell accordingly. 

 Learning the behaviour of time domain traffic. This refers to the identification of a model that captures 
the cell (or access point) traffic at different periods of time (e.g. hours, days of the week, etc.) and 
allows identifying time periods exhibiting similar traffic levels. 

 Traffic prediction. A prediction model can be extracted to anticipate future values of the traffic 
evolution in a cell (or access point). This can feed various decision-making processes regarding 
planning (e.g., in order to anticipate the need to deploy additional network nodes) and optimization 
(e.g., in order to tune handover parameters in neighbouring cells to absorb traffic if the cell is 
anticipated to be overloaded), mainly depending on the time scale at which the prediction is 
conducted. 

 Clustering spatial traffic (hot-spots). It targets the identification of concentrations of users in limited 
geographical areas. 

 Learning mobility patterns. This intends to identify if the traffic follows some specific mobility patterns 
inside the cell that can be characterized in terms of prototype or representative trajectories followed 
by many of the users (e.g. trajectories directed towards specific points such as a metro station, etc.). 

 Learning propagation and interference characterisation. This intends to analyse the environment 
where a given cell (or access point) is operating by performing both RF measurements and 
performance measurements and, based on these measurements, to characterise the observed 
interference by a receiver as well as the propagation conditions.  

 Learning time domain performance of accessibility, retainability, throughput performance, etc. This 
characterizes the time evolution of a given performance indicator, with the objective of identifying 
existing hidden patterns that would remain undetected if only aggregated measurements along 
several days/weeks were considered. For example, it can be automatically detected if the dropping 
rate in a cell exceeds certain thresholds during some specific hours, and if this situation exhibits some 
regularity, meaning that actions should be triggered to optimize the performance for those specific 
hours. 

As a starting point for further developing the abovementioned knowledge models, Table 3 presents a selection 

of potential telemetry data that could be used for monitoring the RAN performance of the multi-RAT CESCs. It is 

worth mentioning that in multi-tenant and multi-slice scenarios as those considered in 5G-ESSENCE, the 

different metrics of Table 3 should be split on a per-tenant and per-slice basis, in order to characterize 

separately the performance of each tenant and slice. 

Table 4 indicates which of the measurements of Table 3 are relevant for building each one of the knowledge 

models listed above and it highlights the areas of applicability and relevance of each model for specific 

functions considered in 5G ESSENCE.  

It can be observed in Table 4 that different knowledge models are useful for network planning, like the traffic 

prediction models, which allow deciding when a new small cell or AP needs to be added in the network or when 

a capacity extension is needed for existing cells through the addition of a new carrier. These decisions can also 

be supported through the learning time domain performance of accessibility and retainability, as they allow 

identifying cells that need more capacity during certain periods. Clustering spatial traffic and learning mobility 

patterns are also helpful for network planning to decide the adequate locations and antenna settings of the 

new added cells. 

RAN slicing management functions in charge of configuring the admission control thresholds per slice or the 

amount of resource blocks that have to be allocated to each slice are also supported by specific knowledge 

models shown in Table 4, such as learning the behaviour of the time domain traffic, as it captures the real 

traffic per slice existing in each cell or AP. Similarly, learning propagation and interference characterisation 

models are also useful because they allow capturing the real spectral efficiency achieved by the UEs in a cell 

and in this way perform an accurate mapping between the QoS requirements (e.g. guaranteed bit rate) and the 

radio resource consumption. 
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Some of the models of Table 4 support Self-Optimization Network (SON) functions. For example, learning 

mobility patterns is helpful for Mobility Robustness Optimization involving the optimisation of handover and 

admission control parameters based on the anticipation of the cell that a UE or a group of UEs is heading to. 

Similarly, traffic prediction at a medium term (e.g. hours) time scale is useful for mobility load balancing 

purposes by reconfiguring handover and cell selection parameters to absorb traffic from neighbour cells. In 

turn, classification of time domain traffic patterns is useful for energy saving purposes by identifying the cells 

that can be switched off during low traffic periods.   

 

Metric  Description 

Average Number of 
simultaneous 
Evolved Radio Access 
Bearers (E-RABs) 

Source: 3GPP TS 32.425.  This measurement provides the average number of simultaneous E-
RABs. The measurement is split into sub-counters per E-RAB Quality of Service (QoS) level (QCI). 
This measurement is obtained by sampling at a pre-defined interval, the number of simultaneous 
E-RABs and then taking the arithmetic mean. The measurement is split into sub-counters per QCI. 
Each measurement is an integer value. The number of measurements is equal to the number of 
QCIs plus a possible sum value identified by the .sum suffix. 

Average number of 
active UEs on the DL  
and on the UL 

Source: 3GPP TS 32.425. This measurement provides the average number of UEs that have 
Dedicated Traffic CHannel (DTCH) data queued on the downlink (alt. uplink). The measurement is 
split into sub-counters per E-RAB QoS level (QCI). Each measurement is an integer value. The 
number of measurements is equal to the number of QCIs plus a possible sum value identified by 
the .sum suffix. 

DownLink (DL) 
Physical Resource 
Block (PRB) and 
UpLink (UL) PRB 
Usage for traffic 

Source: 3GPP TS 32.425. This measurement provides the usage (in percentage) of physical 
resource blocks (PRBs) on the downlink (alt. uplink) for DTCH traffic. The measurement is split 
into sub-counters per E-RAB  QCI. The sum of all supported per QCI measurements shall equal the 
total PRB usage for DTCH.  Each measurement is an integer value from 0 to 100. The number of 
measurements is equal to the number of QCIs plus a possible sum value identified by the .sum 
suffix. 

Channel Utilization Source: IEEE 802.11-2012. This measurement defines the percentage of time that an AP sensed 
that the medium was busy.  

Number of 
associated stations 

Sources: 3GPP TS 28.403 / IEEE 802.11-2012. This measurement provides the number of stations 
that are associated with the WLAN Access Point (AP). It is a single integer value. 

Number of incoming 
(alt. outgoing) IP 
packets transmitted 
(alt. received) by a 
WLAN AP  

Source: 3GPP TS 28.403. This measurement provides the number of incoming (alt. outgoing) IP 
packets received at the WLAN AP. It is split into different measurements depending on whether 
the packets are unicast, multicast or broadcast. 

Timing Advance 
distribution 

Source: 3GPP TS 32.425. This measurement provides the distribution of the Timing Advance (TA) 
values transmitted by the eNodeB to UEs in the cell. This measurement is obtained by 
incrementing the appropriate measurement bin when a Timing Advance Command is sent to a 
User Equipment (UE) in the cell. There is a single integer value for each bin (for each timing 
advance value from 0 to 63). 

Angle of Arrival 
(AOA) measurements 

Source: 3GPP TS 32.425. This measurement provides a bin distribution (histogram) of the 
periodical E-UTRAN AOA measurements received from all of UEs in the measured E-UTRAN cell. 
To collect this measurement, the eNodeB needs to trigger the periodical UE measurement 
reports towards all of the UEs in the measured E-UTRAN cell. This measurement shall be 
increased for each reported value AOA_ANGLE. Each measurement is an integer value for each 

bin from 00 to 71 where: 00 corresponds   to 0  AOA_ANGLE < 5 degree,…, 71 corresponds 355  
AOA_ANGLE < 360 degree. 

Location Info in the 
measurement 
reports 

Source: 3GPP TS 36.331 and 3GPP TS 36.355. The IE LocationInfo is used to transfer detailed 
location information available at the UE to correlate measurements and UE position information. 
The LocationInfo information element includes different fields such as the locationCoordinates 
including altitude and the horizontal velocity. 

Location 
Configuration 
Information (LCI) 
report 

Source: IEEE 802.11-2012. Location Configuration Request and Response frames enable stations 
(STAs) to configure a collection of location related parameters for Location Track Notification 
frames. The AP can indicate that it can provide location data to support applications such as 
emergency services. Location services also provide the ability for STAs to exchange location 

Table 3: Potential telemetry data for monitoring the RAN performance with multi-RAT CESCs 
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information using Radio Measurement Request and Report frames. 
An LCI Report includes Latitude, Longitude, Altitude, and optional Azimuth information. This 
structure and information fields are little-endian. 

Wideband Channel 
Quality Indicator 
(CQI) Distribution 

Source 3GPP TS 32.425. This measurement provides the distribution of the Wideband CQI 
reported by UEs in the cell. This measurement is obtained by incrementing the appropriate 
measurement bin when a wideband CQI value is reported by a UE in the cell. When spatial 
multiplexing is used, CQI for both code words should be considered. There is a single integer 
value for each bin corresponding to a CQI value (0 to 15). 

RSRP (Reference 
Signal Received 
Power) 

Source 3GPP TS 32.425. This measurement provides a bin distribution (histogram) of the 
periodical E-UTRAN RSRP measurements (based on TS 36.214) received from all of UEs in the 
measured E-UTRAN cell. Each measurement is an integer value from 00 to 47 covering the range 
from -120 dBm to -60 dBm. 

RSRQ (Reference 
Signal Received 
Quality) 

Source 3GPP TS 32.425. This measurement provides a bin distribution (histogram) of the 
periodical E-UTRAN RSRQ measurements (based on TS 36.214) received from all of UEs in the 
measured E-UTRAN cell. To collect this measurement, the eNodeB needs to trigger the periodical 
UE measurement reports towards all of the UEs in the measured E-UTRAN cell. Each 
measurement is an integer value corresponding to different bins from 00 to 17, where: 00 

corresponds to RSRQ < -19.5dB, 01 corresponds to -19.5  RSRQ < -18.5dB, 02 corresponds to -

18.5  RSRQ < -17.5dB, …, 16 corresponds to -4.5  RSRQ < -3.5dB, 17 corresponds to  -3.5dB  
RSRQ. 

RCPI (Received 
Channel Power 
Indicator) 

Source: IEEE 802.11-2012. An indication of the total channel power (signal, noise, and 
interference) of a received frame measured on the channel and at the antenna connector used to 
receive the frame. The allowed values for the RCPI parameter shall be an 8-bit value in the range 
from 0 to 220, corresponding to -110 dBm to 0 dBm in steps of 0.5 dB, i.e. 0:Power<=-110 dBm, 1: 
Power=-109.5 dBm..... up to 220: Power>=0 dBm. 

RSNI (Received Signal 
to Noise Indicator) 

Source: IEEE 802.11-2012. An indication of the signal to noise plus interference ratio of a received 
frame. RSNI is defined by the ratio of the received signal power (RCPI-ANPI) to the noise plus 
interference power (ANPI) as measured on the channel and at the antenna connector used to 
receive the frame. RSNI covers the range from –10 dB to +117 dB in steps of 0.5 dB. 

ANPI (Average Noise 
Power Indicator) 

Source: IEEE 802.11-2012. A medium access control (MAC) indication of the average noise plus 
interference power measured when the channel is idle as defined by three simultaneous 
conditions: 1) the Virtual Carrier Sense (CS) mechanism indicates idle channel, 2) the station (STA) 
is not transmitting a frame, and 3) the STA is not receiving a frame. ANPI power is defined in dBm 
using the same accuracy as defined for RCPI, i.e. from -110 dBm to 0 dBm in steps of 0.5 dB. 

DataFrameRSSI  Source: IEEE 802.11-2012. The received signal strength in dBm of received Data frames from the 
network. This may be time- averaged over recent history by a vendor-specific smoothing 
function. Integer value between -100 to 40 dBm. 

BeaconRSSI Source: IEEE 802.11-2012. The received signal strength in dBm of Beacon frames received on the 
channel. This may be time- averaged over recent history by a vendor-specific smoothing function. 
Integer value between -100 to 40 dBm. 

DataFrameSNR  Source: IEEE 802.11-2012. The signal to noise ratio of the received data frames, in dB. This may 
be time-averaged over recent history by a vendor-specific smoothing function. Integer value 
between 0 and 100 dB. 

BeaconSNR Source: IEEE 802.11-2012. The signal to noise ratio of the received beacon frames, in dB. This may 
be time-averaged over recent history by a vendor-specific smoothing function. Integer value 
between 0 and 100 dB. 

E-RAB Accessibility Sources: 3GPP TS 32.450 and 3GPP TS 32.425. Probability success rate for E-RABs establishment. 
Successful attempts compared with total number of attempts for the different parts of the E-RAB 
establishment. It is split into two parts: the Initial E-RAB establishment success rate and the 
Added E-RAB establishment success rate. The establishment success is rate is defined as “Number 
of successful E-RAB establishments”/”Number of received E-RAB establishment attempts”. 

Number of successful 
Request To Send 
(RTS) Responses 

Source: 3GPP TS 28.403 and IEEE 802.11-2012. This measurement provides the number of CTS 
(Clear to Send) received in response to an RTS at the WLAN AP . It is a single integer value. 

Number of failed RTS 
responses  

Source: 3GPP TS 28.403 and IEEE 802.11-2012. This measurement provides the number of CTS 
not received in response to an RTS at the WLAN AP. It is a single integer value. 

E-RAB retainability  Sources: 3GPP TS 32.450 and 3GPP TS 32.425. A measurement that shows how often an end-user 
abnormally loses an E-RAB during the time the E-RAB is used. It is defined as the number of E-
RABs with data in a buffer that was abnormally released, normalized with number of data session 
time units. It is defined on a per QCI level and on a per UE level. 
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Number of failed 
MAC Protocol Data 
Unit (MPDU) 
receptions  

Source: 3GPP TS 28.403 and IEEE 802.11-2012. This measurement provides the number of 
incoming MPDU successfully received at the WLAN AP. It is a single integer value. 

Number of failed 
Acknowledgement 
(ACK) responses 

Source: 3GPP TS 28.403 and IEEE 802.11-2012. This measurement provides the number of ACK 
(Acknowledgement) not received after transmitting the data at the WLAN AP. It is a single integer 
value. 

IP Throughput in DL 
and in UL 

Source: 3GPP TS 32.425 and 3GPP 36.314. This measurement provides IP throughput in downlink 
(alt. uplink). This measurement is obtained as the ratio between the data volume of a data burst 
divided by the time to transmit it. Detailed formulas can be found in 3GPP TS 32.425 and 3GPP 
36.314. Each measurement is a real value representing the throughput (in UL or DL) in kbits/s. 
The measurement is performed per QCI per UE.  

Data throughput  Source: IEEE 802.11-2012. The data throughput in megabits per second, rounded to the nearest 
megabit. This may be time- averaged over recent history by a vendor-specific smoothing function. 
Integer in the range 0-65535. 
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Knowledge model Metric  Applicability/relevance for 5G ESSENCE 

Classification of Time 
domain traffic patterns 

Average Number of simultaneous E-RABs - Energy saving 
- Spectrum planning Average number of active UEs on the DL and 

on the UL 

DL PRB and UL PRB Usage for traffic 

Channel Utilization 

Number of associated stations 

Number of incoming (alt. outgoing) IP packets 
transmitted (alt. received) by a WLAN AP 

Learning behaviour of 
time domain traffic 

Average Number of simultaneous E-RABs - RAN slicing management 

Average number of active UEs on the DL  and 
on the UL 

DL PRB and UL PRB Usage for traffic 

Channel Utilization 

Number of associated stations 

Number of incoming (alt. outgoing) IP packets 
transmitted (alt. received) by a WLAN AP 

Traffic prediction Average Number of simultaneous E-RABs - Network planning 
- Mobility load balancing  Average number of active UEs on the DL  and 

on the UL 

DL PRB and UL PRB Usage for traffic 

Channel Utilization 

Number of associated stations 

Number of incoming (alt. outgoing) IP packets 
transmitted (alt. received) by a WLAN AP 

Clustering spatial traffic 
(hot-spots) 

Timing Advance distribution - Network planning 
 Angle of Arrival measurements 

Average Number of simultaneous E-RABs 

Average number of active UEs on the DL  and 
on the UL 

LocationInfo in the measurement reports 

Location Configuration Information (LCI) report 

Learning mobility 
patterns 

LocationInfo in the measurement reports - Network planning 
- Mobility Robustness Optimization Location Configuration Information (LCI) report 

Learning propagation 
and interference 
characterisation 

Wideband CQI Distribution - RAN slicing management 
- Dynamic channel selection  RSRP (Reference Signal Received Power) 

RSRQ (Reference Signal Received Quality) 

RCPI (Received Channel Power Indicator) 

RSNI (Received Signal to Noise Indicator) 

ANPI (Average Noise Power Indicator) 

IP Throughput in DL and in UL 

Data throughput 

DataFrameRSSI 

BeaconRSSI 

DataFrameSNR 

BeaconSNR 

Learning time domain 
performance of 
accessibility  

E-RAB Accessibility - Network planning 
- RAN slicing management Channel utilization 

Number of successful RTS Responses 

Number of failed RTS responses 

Learning time domain 
performance of 
retainability 

E-RAB retainability  - Mobility Robustness Optimization  
- Self-optimization of admission control 
- Network planning 

Number of failed MPDU receptions 

Number of failed ACK responses 

  

Table 4: Potential input data relevant for building different knowledge models 
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4 Orchestration of Distributed End-to-End Services 
End-to-end services typically span multiple network resources, which can be physical or virtual. These resources 

are often sourced by different vendors. In such a heterogeneous environment, constant changes in 

communication mechanisms and protocols are required. The Network Service Orchestrator uses abstraction to 

simplify all these tasks and help Network Operators (NOs) automate many of them so that the network is 

configured optimally for the services to run properly. 

In the context of 5G ESSENCE we need to guarantee a solution to be able to orchestrate the developed end-to-

end services, coming from the different scenarios presented by the project. The selected solution should take 

into account that: 

 We need to specify and develop the 5G ESSENCE orchestrator, capable of providing location-aware, 

resource and energy efficient, dynamic, and scalable orchestration. 

 The orchestrator should be able to operate with different kinds of virtual resources (lightweight VNFs) 

over multiple and flexible NFVI-PoPs, and to execute efficient and live placement of virtual resources.  

 The management of the initial service placement, scaling and migration, will be influenced by the 

feedback gathered from a new system, outside of this orchestrator, containing contextual information 

derived from the telemetry and analytics modules. 

 The fact that the project relies on a two tier cloud infrastructure, (Main DC and Light DC). 

In the Section 4.1 we describe the selection criteria for the software stack used to implement the orchestration 

functionality for 5G ESSENCE. In Section 4.2 we describe what happens in particular with the orchestration 

when we are requested to ensure that the services run at the network edge. Section 4.3 will look into end-to-

end resource discovery techniques. Section 4.4 describes the interactions between orchestrator and the 

scheduler for radio resource management. At the end of the chapter, Section 4.5 will be looking at security 

aspects, assessing possible security threats. 

As an annex (Annex 1), we have documented some experimentation, in which we consider an artificial scenario 

where we push the limits and set as a requirement the usage of an infrastructure very limited in computing 

resources. 

  



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2018 

 

 
Deliverable D4.1 (“Optimisation of virtualisation, orchestration, and resource allocation”)  
 69/101 

 

4.1 Tools for orchestration of Distributed End-to-End Services  

4.1.1 Orchestration of cloud resources 

One of the most important goals of 5G ESSENCE project is to assure the efficient and deterministic provisioning 

of distributed end-to-end services and the end-to-end management and orchestration of both services and 

resources available on the network infrastructure. From this perspective, the starting point taken into account 

within the project is the ETSI NFV-MANO architecture, which, for convenience, is depicted in the following 

picture and includes all the relevant elements in the software stack. 

 

Figure 15:  The NFV-MANO architectural framework with reference points [74] 

The process of selecting the appropriate software stack to support the Management and Orchestration of the 

network has to take into account, among the other factors, also the requirements in terms of infrastructure and 

constraints to which the services will be subject to. In fact, the services running on the infrastructure will have 

different kind of constraints in the different scenarios and that has an influence on the technology selection. 

When looking at those constrains, we may find for example that in some cases there is a limitation on the 

computing resources in which the services will run. An example of that can be seen in WP7, where due to 

aeronautical limitations, the servers available for the provisioning of Cloud Enabled Small Cells are not highly 

powerful. In some other cases, as for example in WP5, the challenge will be in handling the sheer number of 

users. In that case we will need to look more carefully into scaling and placement techniques. 

So describing the modules of the proposed software stack from top to bottom, and using the ETSI MANO 

description as a guide, the first element we will describe is what we call the Orchestrator. Note that ETSI 

considers the NFVO and the VNFM as two separate components but for simplicity here, we group them under 

the name of Orchestrator component. In fact some of the MANO solutions offer that component as a part of 

the stack.  
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The NFV Orchestrator (NFVO) is one of the key components in the NFV-MANO (management and 

orchestration). Its role is to help abstracting the services in the virtual networking environment. The NFVO 

performs both resource orchestration and network service orchestration (as well as other functionalities). 

The following table is the summary result of the state-of-the-art analysis conducted in the scope of 

orchestration for VNFs and it shows some of the characteristics to be taken into account when considering the 

different alternatives for the role of the orchestrator. 

Table 5: Orchestrator Comparison 

 TeNOR OSM 

(Release 3) 

ONAP Kubernetes 

Website [75] [6] [76] [77] 

Leader FP7 T-NOVA ETSI Linux Foundation CNCF 

Required vCPU 2 4 148 1 

RAM 4GB 16GB 336GB 1GB 

Storage 20GB 40GB 3TB 1GB 

Interfaces Single interface 

with IP access 

Single interface 

with IP access  

29 floating IP Single or Multiple 

VNF Definition  ETSI YANG HOT, TOSCA, YANG YAML, JSON 

Supported VIM OpenStack OpenStack, 

OpenVIM, 

VMware vCloud 

Director, Amazon 

Web Services 

MultiVim (OpenStack, 

VMware, Azure, 

WindRiver, etc.) 

Container Runtime 

Interface 

 

After benchmarking the possible alternatives Table 5, the final short list of candidates was reduced to four: 

TeNOR
64

, Kubernetes, ONAP
65

 and Open Source Mano (OSM).  

TeNOR was the orchestrator used in SESAME project. The orchestration features provided by TeNOR are 

interesting from a 5G ESSENCE perspective. One of the main reasons why that was discarded depends on the 

lack of support on the software tool, due to the fact that the project is not supported by a strong community 

(the FP7 project leading its development, T-NOVA
66

, ended in 2016) and its usage within 5G ESSENCE would 

require new features to be developed.  

Despite being a very popular orchestration system, Kubernetes has some challenges particularly on the 

networking front, since the implementation and management of overlay networks is very complex and not 

much flexible. It is designed for container-based virtualization only, so VMs and Unikernel based VNF 

orchestration is not possible. Moreover, Kubernetes is not compliant with ETSI-MANO specifications. It has 

                                                           
64

  TeNOR is the NFV Orchestrator from the FP7-TNOVA project, enabling Network Functions Virtualization as a Service 
over Virtualised Infrastructures. For more details see: https://github.com/T-NOVA/TeNOR/wiki 

65
  Open Network Automation Platform. For more details also see: https://www.onap.org/  

66
  For more details about the T-NOVA project also see: http://www.t-nova.eu/  

https://github.com/T-NOVA/TeNOR/wiki
https://www.onap.org/
http://www.t-nova.eu/
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been taken into account so far as exploratory research for 5G ESSENCE (see Annex 1) in order to evaluate its 

usability at the very edge, in scenarios where heavier solutions would suffer from the low availability of 

hardware resources.  

ONAP is a good option, but its scope covers far more than what it is required for 5G ESSENCE and its usage may 

lead to an undesired increased complexity and very high resource consumption. Considering some of the 

scenarios, in particular the one proposed in WP6 and WP7, we will not be able to accommodate the resources 

required to satisfy ONAP needs.  

OSM seems to be a better fit for the needs of the project due to its readiness level and its full compliance with 

the ETSI-MANO definition. There is a big community supporting its development, among which many relevant 

companies in the NFV business space. For all these reasons, OSM has been selected as MANO tool to use within 

5G ESSENCE. At the time of writing this document, the available stable release for OSM is the release called 

“OSM Release Three
67

”. 

Moving one level down in the orchestration stack, the next actor to be found is the Virtual Infrastructure 

Manager (VIM). The VIM will be the one executing the directives coming from the orchestrator, over the virtual 

resources. The VIM will be responsible for bridging the gaps between the virtual world and the physical world. 

For that component the selection was easier, considering that there is a well stablished free and open source 

solution, which has become the de facto industry leader and one of the preferred alternatives, with a big 

community behind. That selected solution is OpenStack [4]. 

The last link in the orchestration stack is the technology to be used to realise VNFs so that the VIM can manage 

them, to deploy the desired network function. In our case and due to the selection of OpenStack, the default 

option is to use Virtual Machines. But with the advent of new virtualization techniques, one of the questions 

often raised in the community is that of the interoperability of those with the existing orchestration or VIM 

frameworks. This question is an obvious one, since, when containers entered the stage, new VIM frameworks 

appeared, while others needed to be extended to support containers. This is due to fundamental difference in 

their technologies. While “true”, classic, full virtualization relies on a hypervisor to provide an interface that 

resembles (more closely in the case of full hardware virtualization, less closely, but more amenable to 

optimization in the case of para-virtualization) hardware devices that an operating system has to drive, 

containers user primitives of an underlying Operating System (OS), communicating with dedicated OS API that 

realizes this form of “lightweight” virtualization. (This distinction is discussed in a bit more detail in Section 2.1). 

Hence, from a VIM perspective, the primitives to instantiate, teardown, and (if supported; for example, Docker 

support is spotty here) migrate instances are significantly different. 

With the advent of unikernels, this question was raised again. Thankfully, as a general rule, it can be said that 

unikernels do not need additional support from the VIM. Since they are, in the end, only virtual machines, they 

can use the same management primitives as their more heavyweight VM cousins. The large advantages of 

unikernels (fast instantiation time, small size and high performance) almost all derive from the internals of this 

special kind of VM themselves, not from special VIM support. 

However, the devil is in the details, and there are a few factors to consider when orchestrating unikernels. 

Previous work has investigated the interoperability of unikernels at the example of ClickOS [13], a popular 

routing VNF unikernel, and OpenStack as well as Nomad [78]. In this work it was noted that the only roadblock 

was the support for diskless VMs. OpenStack expected a virtual file system, on which the kernel would reside 

and could be loaded from. Conversely, ClickOS, just like many other unikernels, comes as a self-contained 

binary that contains all OS and application code, and has no need for any filesystem at all. In the cited work, this 

                                                           
67

  Also see: https://osm.etsi.org/wikipub/index.php/OSM_Release_THREE  

https://osm.etsi.org/wikipub/index.php/OSM_Release_THREE
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problem was solved by patching libvirt and doing on-the-fly rewriting of the XML files used by OpenStack to 

describe the VMs. It should be noted, however, that since then, OpenStack has evolved, and a more recent 

suggestion is to instead patch Glance, the OpenStack image store, to add support for diskless VMs. This patch 

adapts support for the Amazon EC2 API
68

 in OpenStack, which already has support for loading kernel images 

from a provided file instead of a filesystem, which makes the patch quite non-invasive. Note that the work cited 

above suggest further patches to the VIMs, but these are merely to increase the performance by leveraging 

unikernel properties, and are not required in any way to support the orchestration of unikernels. 

4.1.2 Orchestration of Network Resources 

So far, we described the orchestration of the compute resources and VNFs, but there is also need to look into 

the network side. The SDN controller would be the element that will work with the forwarding plane and 

making changes to the network. It will give greater control over the network and will help with the connections 

between different VNFs or resources. In the case of 5G ESSENCE project, OpenDaylight is the selected option 

due to the fact that it supports OpenFlow, but also other open SDN standards. 

 

In summary, in order for the orchestrator to be able to orchestrate Services it needs to take care of configuring 

in one go, both the compute resources and the network resources. As depicted in Figure 16, OSM will be 

seating on top of two main components: 

 The SDN controller, taking care of flows, connections and communication between VNFs (and maybe 

other resources). In the case of 5G ESSENCE, OpenDaylight is the software selected as SDN controller. 

 And then the Virtual Infrastructure Manager or VIM, taking care of the computing resources. In 5G 

ESSENCE project, it will be Open Stack. 

  

                                                           
68

  Also see: https://docs.aws.amazon.com/AWSEC2/latest/APIReference/Welcome.html  

Figure 16: Tools for orchestration in 5G ESSENCE 

https://docs.aws.amazon.com/AWSEC2/latest/APIReference/Welcome.html
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4.2 MANO functions at the edge 
A MANO stack is meant to control and orchestrate the entire virtualized cloud infrastructure and provide 

generic APIs to the end-users to deploy network services. A large number of projects have undertaken the 

development of MANO solutions for centralized cloud infrastructures taking the reference MANO architecture 

and data-centre oriented physical installations [6], [76], [79]. Consequently however, the developed solutions 

have not addressed requirements of the network edge explicitly. The ETSI MANO reference architecture is 

heavily tailored towards cloud infrastructure designed to take the VM abstraction for VNFs and hypervisor-

based virtualization stack. This puts most of the developed open source MANO solutions in a hypervisor and 

VM based virtualization category for the network edge. For the VM and unikernel based VNF abstraction, 

extending the hypervisor-based virtualization to the network edge brings the benefits of cloud infrastructure 

with little effort in developing new MANO tools and programming abstractions. However, running OpenStack 

on top of edge devices may not be feasible in all situations especially considering the constraints found at the 

network edge. This will hold true particularly when the physical resources of the underlying edge network 

infrastructure are not adequate for a full OpenStack installation which requires several CPU cores and tens of 

Gigabytes of memory to run the control plane functions. For those cases, the container based VNF realization 

does not enforce the use of hypervisor-based virtualization since they run on the host operating system kernel. 

The orchestration solutions developed for containers, albeit limited in number, may be more suited to the 

previously discussed edge network constraints. Some of the well-known open source options include 

Kubernetes [77] Docker Swarm [80], Hashicorp Nomad [81], and Apache Mesos/Marathon [82]. Kubernetes has 

been gaining ground in this area and has become the most popular container orchestration solution signified by 

the fact that Docker [83], the most popular container runtime and development environment, has integrated 

support for Kubernetes in its latest version. Kubernetes is an open source container orchestration solution, 

developed initially by Google, which can be considered in the context of edge cloud for SDN and NFV. 

Kubernetes provides an open and extensible architecture allowing for most of the MANO functions to be 

realized in a resource constrained environment such as the network edge. Kubernetes collapses the 

functionalities associated with VIM, VNFM and NFVO into a controller with a small resource requirement 

footprint. Kubernetes can be viewed as a MANO compliant platform that collapses the functions of ETSI MANO 

architecture into a single but extensible solution. Kubernetes and its supported container runtime such as 

Docker and Rkt [84] can jointly provide the VNF and MANO functions at the edge. 

Figure 17 depicts the physical architecture of a Kubernetes cluster and the main control elements. The host 

operating system (Linux), the container runtime (e.g. Docker) and the Kubernetes control elements are 

available for several hardware architectures such as ARM/ARM64 and Intel x86/x64. Simple extensions to the 

Kubernetes control plane functions can integrate these heterogeneous architectures into a single cloud 

abstraction potentially addressing the edge infrastructure heterogeneity. Kubernetes default controller 

elements and architecture specific container runtime provides the functionalities of the VIM i.e. the physical 

and virtual resources of the cluster or resource quotas for deployed services can be dynamically scaled at 

runtime. The Kubernetes controller manager/s can perform the VNFM and NFVO functions including service 

deployment, lifecycle management and auto scaling. The API Server component is the main interface (REST) for 

service deployment and control in the cluster. Abstraction are available for features and functions such as 

multi-tenancy, service isolation, network policies etc. The architecture is also extensible allowing for tailoring 

the cloud environment to unique requirements. The 5G ESSENCE layered cloud architecture of Main DC and 

Light DC together with the focus on efficient virtualization technologies provides a platform to integrate the 

VNF and MANO options detailed in this section. The Main DC is more suited to an OpenStack installation and 

MANO solution deployment considering the available resources. The Light DC may be open to investigating 

different approaches. If the available resources at the edge are adequate for extending the OpenStack 

virtualization to the edge, it is logical to investigate cross cluster federation options where a centralized 

orchestrator could exercise some control over the edge cloud resources. If however, the hardware resources 
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would be a limiting factor, alternative solutions using container and container orchestration platforms could be 

considered. 

 

In Annex 1, we present an experimentation exercise in which we try to push the limits by envisioning a scenario 

in which the resources at the edge are very limited in computing power. In that annex we present an 

alternative to the orchestration chosen for all the different 5G ESSENCE scenarios, using a different 

orchestrator. We also present some results of the experimentation.  

  

Figure 17: Kubernetes cluster physical architecture and control elements 
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4.3 End-to-end resource tracking 
One of the most important functionalities that the CESCM is required to provide is the efficient resource 

allocation for VNFs and network services. The efficient allocation of resources to specific VNFs requires 

awareness of the resource availability across the whole end-to-end infrastructure: for instance, a set of low-

level hardware features that impact the performance of VNFs have been discussed in Section 4.3 and 

awareness on their availability across the infrastructure is of crucial importance for the CESCM to make optimal 

placement decisions of service components.  

The exposure of low-level hardware features to controllers is not a new concept for VIMs. A blueprint for 

OpenStack on Enhanced Platform Awareness (EPA) [85] suggests partial solutions to this problem and provides 

the specifications for an OpenStack controller to gain visibility within the OpenStack PoP in relation to particular 

hardware features and ingredients that are available on the compute nodes. Enhanced Platform Awareness has 

been then implemented on OpenStack in the last few releases and it currently supports exposure of CPU 

details, PCI express devices and NUMA setup of compute nodes within the OpenStack cluster. As discussed, in 

5G ESSENCE there is a clear requirement to expose this information to the CESCM, which is responsible for 

selecting the PoP on which VNFs will be deployed according to the available resources. Therefore, having this 

information at the VIM is not enough.  

In order to provide efficient delivery of the required capabilities of a 5G infrastructure, 5G ESSENCE needs to 

exploit the outcome of 5G-PPP Phase 1. In the 5G-PPP SUPERFLUIDITY project, a solution to this problem has 

been presented under the name of Landscaper. The Landscaper, formally known as an Infrastructure 

Repository Subsystem (IRS) [86] is a concept that was originally developed by Intel as part of the FP7 project T-

NOVA [87]. This work has then been extended in SUPERFLUIDITY, improving architectural design, quality and 

quantity of contextual information collected, to adapt to the main requirements of 5G scenarios. 

The Landscaper keeps track of physical and virtual resources available in a data centre, including 

hardware/software ingredients and components, and combines this with contextual information that includes 

peculiar features of the resources and expresses their relationship with the services deployed on the 

infrastructure over time.  

To support the collection of this information, the Landscaper comprises of a landscaper aggregator, collector-

agents and collector components. The collector-agents run on physical compute nodes and are configured to 

use one or more types of collectors. The collectors gather different types of information that are passed to the 

collector-agents and then onto the landscaper aggregator that store that information on a database.  

Relationships among resources are expressed by representing the overall infrastructure as a graph, in terms of 

nodes and edges, where every node represents a resource and where links between resources represent 

various forms of relationships. Contextual information about every resource is expressed by means of attributes 

that include representation of the features of each resource, but also metadata that describe the type of node. 

The nodes are in fact of different categories, such as compute, network and storage, and of different types, 

such as CPU, core, NUMA node, PCI Bridge, NIC, etc. Every type of nodes comes with specific attributes (e.g. the 

CPU is characterized by a given frequency, a NIC is characterized by a given throughput, etc.). Also every 

resource belongs to a logical layer, which can be physical, virtual or service. For instance CPU, NIC, disk are 

example of physical nodes, VMs, vNICs and virtual Networks are an example of virtual nodes and stacks are 

examples of service nodes. 

Physical nodes representing compute node information are collected using the open source software package 

hardware locality (HWLoc) while specific CPU information is obtained from the processor information directory 

(cpuinfo). The HWLoc package provides an abstraction of the hierarchical topology of a compute node 
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architecture. It gathers various system attributes such as cache and memory information, as well as information 

regarding I/O devices such as network interfaces, GPUs etc. The modelling approach taken is based on the 

“part-of” relationship. Physical compute nodes have components as part of them, which can be further sub-

divided into other constituent parts. Relationships only tend to exist between a common parent and the 

individual nodes, rather than having relationships on the sibling level. It is important to notice that the HWLoc 

collector is only executed at the initialization stage and anytime the hardware configuration of a compute host 

is changed (e.g. hardware updates, such as increase memory, adding new PCIe, etc.). 

Virtual and service nodes are collected through APIs provided by the VIM. The Landscaper currently works with 

OpenStack, which is the main source of virtual resource information. Collectors are available for Nova
69

, 

Neutron
70

, Cinder
71

 and Heat
72

 services. The Landscaper has a pluggable architecture to support additional 

collectors as required. 

 

 

Once the graph is created, it is persisted on the disk using a graph database technology, such as Neo4J
73

. Neo4J 

allows not only to store the information related to the graph, but to query the database and graphically 

visualize it. An example of visualization is provided in Figure 19 which shows nodes belonging to different layers 

and links between them. 

A physical compute node can have multiple processors, each of which have a number of cores, as shown in that 

Figure. Different associative properties can be defined by relationships within the graph-based model. 

Neo4J enables the execution of queries using Cypher language, which allows to extract nodes according to their 

attributes and connections. Complex queries that require multiple attributes of resource state (e.g. the meta-

                                                           
69

  See: https://wiki.openstack.org/wiki/Nova  
70

  See: https://wiki.openstack.org/wiki/Neutron  
71

  See: https://wiki.openstack.org/wiki/Cinder  
72

  See: https://wiki.openstack.org/wiki/Heat  
73

  For more details also see, among others: https://en.wikipedia.org/wiki/Neo4j  

Figure 18: Landscaper architecture 

https://wiki.openstack.org/wiki/Nova
https://wiki.openstack.org/wiki/Neutron
https://wiki.openstack.org/wiki/Cinder
https://wiki.openstack.org/wiki/Heat
https://en.wikipedia.org/wiki/Neo4j
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information) can be used to perform set reduction. In order to make the extraction easy and generalizable, a 

Python interface around the Neo4J query engine is implemented that allows to run most frequent queries and 

obtain subgraphs. 

The main reason to use the Landscaper in 5G ESSENCE is to provide the CESCM with a complete view on the 

hardware features available on every node of the infrastructure, which can be used to make more informed 

decisions on resource allocation. 

 

  

Figure 19: Relationship between the physical machines, the VMs and the software stacks in the landscape. 
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4.4 Interaction between Orchestrator and Scheduled for cooperative radio 

resource management 
The main focus of this section is capturing the relationship between different radio resource management 

functionalities (RRM), Self-Organizing Network (SON) techniques supporting it and the need for coordination in 

implementing control of radio resources in the realm of the distributed Edge DC architecture, for which the 5G 

ESSENCE orchestrator (CESC Manager) is in charge of. The orchestration process typically is concerned with 

more asynchronous control over virtualized network functions. This way not many implementations (of NFVO) 

exist on the market that address the time-constrained VNFs (e.g. synchronization, timely dependence between 

VNF executions, etc.). A solution supporting such capabilities is provided by the COTS orchestrator developed 

by Adva [88]. In 5G ESSENCE we are defining selected elements of virtualized RAN (which by definition is 

composed of time-constrained functions), because the main aim of WP3 is to define efficient, yet 

implementable, strategy of centralizing (virtualized) RRM functions at cSD-RAN controller. However, depending 

on the actual “functional split” option of the radio stack (see Deliverable 2.2, Section 2.2 for more details on 

functional split), the different radio stack components would be wrapped as VNFs and centralized. Figure 20 

presents the radio stack protocols virtualization concept. 

Virtualization of lower-layer functions (i.e., Options 5 to 8) of radio stack (e.g. MAC or PHY) requires stringent 

real-time control for number of relevant RRM mechanisms (e.g. scheduling) but on the other hand 

“cloudification” also enables a new potential of centralizing some virtualized functionalities. However, the 

lower radio stack functions are getting virtualized the more demands are set for the fronthaul links by means of 

both available capacity and required delays. Benefits of centralizing radio stack functions (including RRM 

mechanisms) are multiple, especially as control over RAN becomes purely software defined, so it gives flexibility 

to operators who can now increase statistical multiplexing of cloud resources, which also increases dynamism 

towards network adaptation and gives unprecedented means for both vertical/horizontal scaling. But such 

benefits are greater, the lower radio-stack functions we virtualize (e.g. MAC or even PHY) and move towards 

more centralized location (e.g. the Distributed Unit (DU) which is the aggregation point that aggregates number 

of small cells’ flows). In this context the multi-tier approach to Edge DC brings additional flexibility as any VNF 

could be located either at the small cell (Light DC) or in an aggregated location (e.g. at DU) based on the cSD-

RAN assisted decisions of orchestrator. 
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The above aspects have been highlighted in the WP4 overall architecture (Figure 3) where the dRRM 

component is representing virtualized RRM functions local to a small cell. In fact, the role of dRRM block in the 

WP4 architecture diagram is to highlight that some functions which operate at mid/long term timescale (typical 

data session duration or longer) like, for instance, admission/congestion control, load balancing or 

handover/mobility management could be exposed outside of a small cell using proprietary interfaces within 

MAC layer. By doing so it becomes possible to literally software-define some of the currently vendor locked 

functionalities (e.g. admission control, congestion control, mobility management, load balancing). Still in order 

to apply more fine grained resource optimization (e.g. scheduling) at Light DC, the communication protocols 

between the small cell equipment and the NFVI resources (see the green dashed lines in Figure 3) may not 

meet the hard real-time requirements, which at the time being may only be realized by physically locating the 

RRM scheduler on the small cell. In the latter case it is possible to assure real-timeliness of the process, for 

instance, via usage of shared-memory communications and the FAPI interface. Therefore, in order to have 

inter-VNF communication capabilities which provide flexible use of host-internal IPC communication (like 

shared memory) or remote operation via sockets, we have proposed a plausible solution in Section 2.5. 

One of the key limitations for deploying virtualized dRRM mechanisms stems from the limited processing 

capabilities of the Light DC nodes on one hand and latency-constrained requirements of processing-intensive 

real-time functionalities (like radio resource scheduling at sub 1ms processing requirements).  

On the other hand, following the TM Forum
74

 approach towards holistic service assurance described in the 

Deliverable 2.2 (Section 2), it is important to also provide local SON capabilities near to a small cell within Light 

DC (see the green box “dSON” in Figure 3). Doing so enables the local optimizations of resource management 

policies (thresholds, parameter settings) but this does not necessarily mean to have local decision making, but a 

locally implementable optimization policies that can be coordinated with the higher level operator policies 

available at the cSD-RAN controller for the allocation of radio resources. The dSON block represents capabilities 

for local implementation of optimization actions based on global (centralized policy). Moreover, the 

exploitation of analytics techniques to support the dSON component at the edge could be further considered in 

future activities of the project, once the requirements regarding dSON functionalities and operation will be 
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  For further details also see: https://en.wikipedia.org/wiki/TM_Forum  

Figure 20: High-level visualization of 3GPP stack virtualization strategy for 4G/5G radio. 
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further elaborated. The different time scales attributed to various RRM functions have already been highlighted 

in the Section 2.5. 

The presence of dRRM and dSON components at Light DC provides a natural extension of the key functionalities 

of the cSD-RAN controller. In 5G ESSENCE, the deployment of RRM and SON functionalities as virtual 

components to be deployed on the Light DC is envisioned, which then gives control to the 5G ESSENCE 

orchestrator over the resource allocation and management for those functionalities. This implementation of 

the radio resource management will be hierarchical and will benefit from decentralized decision making – i.e. 

higher level decisions can be undertaken at Main DC while local implementation of necessary optimizations 

most suitable in a given small cell context happens near to the cell.  

In fact, the orchestrator will be able to determine VNFs’ location based on the current resource state (telemetry 

and landscaping) and the optimizations of workloads (analytics) and use those for the ultimate placement of 

functions between the two DCs. In such case even if preliminarily it was decided by the orchestrator in tandem 

with cSD-RAN to place certain RRM functions at small cell, such function could be revoked (e.g. removed) when 

small cell falls short on resources. Here however it is crucial to highlight that all VNFs related to radio protocol 

stack requires absolute priority in accessing fast resources and that the cooperation between the orchestrator 

and the cSD-RAN needs to be precisely defined for at least most representative use-cases.  

4.4.1 RRM use-cases for 5G ESSENCE 
A broad range of interaction use cases between the orchestrator and the cSD-RAN controller, appearing from 

perspective of radio resource management, should be defined in the sole context of the project use-cases 

(WP5/6/7). Such use cases should be described by highlighting RRM functions which are addressed by a use 

case and linked to relevant control plane signalling flows. Below a single RRM mechanism is highlighted to show 

the way of conceptualizing the transition towards virtualized radio protocol stack – radio resource scheduling, 

but it is expected that these use cases will receive more attention in future activities of the project in order to 

enable the interactions of orchestrator and cSD-RAN. Still the alternative use case is to define interfaces 

exposing RRM mechanisms (or its key parameters) of a small cell, especially the mechanisms operating in non-

real-time mode so that they can be updated with the results of SON optimizations (dSON or cSON).  It has to be 

recalled that thorough considerations regarding available radio measurements which can be interesting to 

realize SON features have been presented in Section 3.6 of the current document. 

4.4.1.1 Radio resource scheduling example 

 
To provide an example of target functionality provided through distributed RRM/SON architecture, a scenario 

considered for this section is the support of centralized radio resource management, which is deployed within 

the Edge DC. The key responsible module envisioned here is the MAC physical resource scheduler for e.g. LTE-A 

(or 5G in the near future). Due to the time constraints of scheduling process, subsequent resource allocations 

are performed on a time scale of milliseconds (or sub-milliseconds in 5G). The design of suitable RRM solutions 

(e.g. power control, load balancing, physical resource block allocation) is subject of separate working 

Deliverable 3.1. 

There is a clear trade-off in pursuing the design of effective scheduling solution for 5G ESSENCE – centralization 

of baseband processing from the PHY layer up, is foreseen as ultimate solution (outside of the project scope) 

for the delivery of increased multiplexing gains of virtualized stack functions by i.e. BBU pooling (of many cells 

or even many RATs), while with such centralization the performance requirements for fronthaul link grows 

rapidly. This way, it is evident that very tight scheduling time-scale requires ultra-fast feedback loop from the 

radio resource monitoring process. Moreover in order to maximize efficiency of RRM (e.g. mitigate 

interference), a performance monitoring data from multiple cells’ radio interfaces (e.g. in a cluster) is essential. 
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Section 2 of the Deliverable 2.2 highlights that there exist potential of loosening the tight millisecond 

granularity of scheduling process (towards 20ms) by exploiting the knowledge resulting from using analytics 

modules processing the telemetry with support of some machine learning techniques (Support Vector Machine, 

neural networks, etc.). Such capabilities present very plausible opportunity for realizing even “lower layer” 

functional split with less stringent real-time requirements. Still in order to reach such design point one would 

need to virtualize complete stack to open the elastic NFVI resource placement possibilities. From the 

perspective of WP3 most interesting architectural concepts concerning scheduling are: 

 Fully centralized scheduling – with this option a full suite of 4G/5G radio protocols would need to be 

implemented as VNFs, which requires a complete (re)development of well-known radio protocols (e.g. 

MAC, RLC, PDPC) on one hand, but on the other it is required to assure sufficient capacity of fronthaul 

interface. And in case of “split MAC” solution, relaxed scheduling is possible with 20-30ms delays (non-

real-time) when HARQ is left as PNF at the small cell. Still such option is too demanding for the scope 

of the 5G ESSENCE. Such option is definitely most attractive solution from perspective of stepping 

forward into a “cell less” clusters but most demanding one. 

 Hierarchical scheduling – in such approach there is a concept of a main virtualised manager instance 

managing the resources of multiple cells (or the Remote Radio Head (RRH)) and there are local 

schedulers at the level of Light DC (RU) where the policies from centralized scheduler are 

implemented. In such approach centralized scheduler (e.g. VNF) could be defining share of resources 

which shall be used per cell (or RRH) which would at the same time optimize resource allocation in the 

cell cluster (e.g. at a stadium). In this case centralized VNF instance may be identifying PRB share which 

will be distributed among particular set of RRH’s (small cells) local schedulers - i.e., another instances 

of scheduler VNF.  

 Decentralized scheduling - in such approach there is no centralized scheduler but, instead, local 

schedulers at a small cell are independently making their-own decisions which in turn are broadcasted 

within a (RRH) cluster with the help of some kind of feedback via e.g. popular medium access 

techniques. In this scenario analytics approaches might be proposed. For instance a neural network 

which observes decisions made by local scheduler in the context of decisions performed by collocated 

sells (i.e. in a cluster) and this analytics learns to classify scheduler decisions based on the knowledge 

experienced so far. Even in such distributed (or two-phased) approach such hierarchical decisions can 

have up to 92% decision efficiency of the fully centralized approach. 

The above considerations are currently topics for further research in the WP3 and aim at defining SD-RAN 

architecture which will enable selected or even more modes for RRM in 5G ESSENCE. At the current stage of the 

project, it is believed that cSD-RAN design will at first address mechanisms acting at a mid/long timescales, to 

be able to gain maximum benefit from the Edge DC design and try to expose the most critical functions which 

are necessary to realize project objectives and which have potentials to be properly demonstrated at the final 

stage of the project. 

4.4.2 NFV/SDN interface design considerations 

The different options for implementing interfaces between SDN controller and orchestrator have been 

described in Section 4.4 of ETSI document [89]. One of the options considered for SDN controller packaged as 

VM for which the interaction with the orchestrator is realized through VNFM manager. It has to also be noted 

that from the perspective of ITU-T Y.3300 [90] the SDN applications are the control functions (e.g. RRM, SON) 

which are provisioned and launched via north-bound interface of a SDN controller (i.e. Application Control 

Interface - ACI). Whereas the underlying network resources are controlled using the Resource Control Interface 

(RCI). It should be noted that the above considerations covering hierarchical RRM/SON should further be 

mapped to different slices, to support possibly diverging requirements of multiple tenants/services deployed 

over physical resources of a small cell. Each slice can implement different version of a radio protocol stack 
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(tuned or tailored for specific needs of an end service such as enhanced Mobile Broad Band (eMBB), vs. Ultra-

Reliable Low Latency (URLL)) or same version but with alternative settings. 

Some research questions that in the authors understanding could benefit from appropriate exploration in 5G 

ESSENCE, are the following: 

 What are the realistic capabilities of WP4 analytics mechanisms to support reliable prediction of user 

radio channel (CSI), location and/or mobility patterns in order to instrument RRM mechanisms; 

 how should be RRM/SON mechanisms be defined and packaged in the SDN framework (as VNFs or as 

SDN applications); 

 what are RRM requirements towards interaction with (and among) SD-RAN controller the Orchestrator 

and the Telemetry & Analytics, in order to enable virtualized RRM/SON in the light of mapping the 

defined techniques on the target demo cases; 

 which type of analytics (optimizations) can be realized in the Light DC / Main DC that could support 

RRM mechanisms at the central and/or local DC level respectively; 

 what is the optimal way to decompose radio protocol stack into virtualized network functions, not only 

considering optimal functional decomposition, but also understanding performance constraints of the 

heterogeneous cluster (small cell – Light DC – Main DC). In this light, Section 2.5 of this deliverable 

suggests techniques and standards assuring flexible communication between VNFs, considering 

performance requirements of target VNF constellation.  

These questions will be tracked in the course of future WP4 deliverables.  
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4.5 Security threat assessment 

Security threat assessment is a necessary enabler towards building an effective security architecture in 5G 

networks. There are a number of documents from different standardisation bodies addressing the issues of 

threat and risk assessment and mitigation in computer or telecommunication networks. Within 5G ESSENCE, 

the methodology adopted for conducting the threat assessment is in line with the methodology introduced in 

the ISO/IEC 27005 standard [91]. As illustrated in Figure 21, according to this methodology, the risk assessment 

process has three main parts, namely risk identification, risk analysis and risk evaluation. This means that one 

has first to identify valuable assets, then consider the threats that could compromise those assets and finally 

perform a risk assessment in order to estimate the damage that the realization of any threat could pose to 

these assets. Threats play a key role in defining the risk assessment especially when considering the 

components of risks. ISO/IEC 27005 defines that risks emerge when: “threats abuse vulnerabilities of assets to 

generate harm for the organization”.  

The study on threat and risk assessment will receive input from Task T3.3 “Service-oriented 5G Network slicing” 

in the context of which a taxonomy of threat types will be created for the identified assets of the 5G ESSENCE 

system. The asset identification process will follow the high level asset categories defined in ENISA Threat 

Landscape for SDN/5G [92] extended with assets that are specific to the 5G ESSENCE architecture (e.g., the 

CESC manager). The threat identification and categorisation process on the other hand, will be based on 

available threat catalogues such as the STRIDE (Spoofing, Tampering, Repudiation, Information disclosure, 

Denial of Service, Elevation of Privilege) threat classification model
75

 or the threat taxonomy provided by ENISA 

in the Threat Landscape for SDN/5G [92] or by ITU-T in Recommendation X.805 [93]. 
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  See: https://en.wikipedia.org/wiki/STRIDE_(security)  
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The study will finally output the level of risk as determined by the combination of threat likelihood and impact 

in the form of a Risk Matrix. Computing the risk likelihood and impact for 5G assets is quite challenging, since 

the 5G ESSENCE system is not actually active and used yet. Three main approaches can be used: 

1. Qualitative analysis; 

2. Semi-quantitative analysis where values are assigned to the scales used in the qualitative assessment 

based on existing literature and estimations performed for 4G systems as well as by evaluations provided 

by experts present in the 5G PPP projects, and; 

3. Quantitative analysis where numerical values are assigned to both impact and likelihood. 

Each approach will be examined by 5G ESSENCE and a clear risk assessment methodology will be proposed and 

reported in deliverable D4.2 “Final report on advanced virtualisation, dynamic telemetry and service 

orchestration” which is due on Month M24. It is under consideration for future work within the project to 

support the detection of relevant risks, by using analytical and Machine Learning approaches. ML approaches 

are being adopted to improve detection and remediation of complex cyber-attacks. These methods typically 

require that an algorithm is trained by using normal traffic data to provide a baseline of normal system 

operation. Anomalies can then be detected based on traffic patterns that are unusual or atypical for this 

Figure 21: Information security risk management process (Source: ISO/IEC 27005) 
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system. Apache Spot [94] is an example of an open and scalable ML-based cybersecurity framework that may 

be used in the context of 5G ESSENCE. Spot’s goal is to “expedite threat detection, investigation, and 

remediation via machine learning and consolidates all enterprise security data into a comprehensive IT 

telemetry hub based on open data models”. 

The overall analysis will also be supported by the 5G-SAT tool [95]; a graphical security analysis tool for 5G 

systems that was developed for this purpose. 5G-SAT is an open source software hosted on GitHub under the 

MIT license, and can be used to facilitate the security analysis of 5G systems. It is based on the Electron [96] 

JavaScript framework and Cytoscape.js [97] library for front-end visualization of the models. As shown in Figure 

22, the components of the 5G ESSENCE system are represented as graph nodes while their relationships are 

represented as edges. At its core, 5G-SAT uses an asset-centric modelling language, meaning that the concept 

of Threat can only target the concept of Asset. If a component of the system is not an Asset, it cannot be 

targeted by a Threat. Besides the visualisation of models, the application offers additional functionalities, such 

as search capabilities, pattern identification, model validation, and threat verification.  

Delta [98] is another testing framework that could be used to help us automate the systematic exploration of 

vulnerabilities exposed in OpenFlow-enabled networks, like in 5G ESSENCE. Delta uses information from the 

analysis of the SDN operations in order to detect vulnerabilities. Delta can reproduce 20 known SDN-related 

attack scenarios targeting several well-known SDN elements, such as the ONOS controller [99], the 

OpenDaylight (ODL) controller [100], the Floodlight controller [101] and the commercial Brocade Vyatta SDN 

controller [102]. By using SDN-specific black-box fuzzing techniques, Delta is also able to discover previously 

unknown attack scenarios readily acceptable by the Open Networking Foundation (ONF) security working group 

[103]. 

 

 
  

Figure 22: The graphical interface of 5G-SAT 
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5 Conclusion 
The work that has been carried on in the scope of Work Package 4 during the first year of the project covers 

both the engineering and the research aspects that need to be addressed in the context of 5G ESSENCE. All the 

three active tasks (T4.1, T4.2 and T4.3) have been producing results coming from the state-of-the-art analysis of 

the available tools to solve the respective technical challenges. In most cases, the involved partners have been 

able to identify tools that can easily be reused in the context of the project and that can be made suitable for 

the objective of 5G ESSENCE by some development and integration work.  

In the context of the NFVI, the solutions for virtualisation technology have been discussed, discussing how the 

usage of VMs is suitable for most of the cases where the available hardware is sufficient, whereas some 

research work has been pursuit in order to explore potential solutions for those scenarios where lightweight 

resources are necessary, demonstrating how unikernel and container based solution might provide a potential 

alternative. Also, some development work has been proposed in order to provide tools to facilitate the 

introduction of these alternative solution. Moreover inter-VNF communication has been discussed in relation to 

both classic VNFs and time-constrained VNFs. In this context some useful offloading techniques are under 

exploration in the space of hardware accelerated virtual switches and implementation of those techniques on a 

real testbed are expected in the future activities of the project; also some tools have been proposed to support 

the development of radio stack on virtual machines and support efficient and time bounded inter-VNF 

communication. 

In the context of monitoring system the state of the art analysis led to the selection of Prometheus as the main 

telemetry platform. Potential usage of analytics technique to enable hierarchical and distributed telemetry is 

envisioned, based on the federation and aggregation functionalities offered by Prometheus, and the 

development of a SLA monitoring tool is currently ongoing. 

From a resource allocation perspective, a set of platform resources have been identified in order to enable 

performance isolation between VNFs and reduce interference between co-located VNFs. Those resources will 

be exposed to the CESCM through the Landscaper (a resource discovery and tracking tool) and will be further 

considered in future development of analytics techniques. The usage of Machine Learning approaches to 

forecast the resource usage of VNFs has been partially developed and it will be further improved in the course 

of the project, in order to spot potential bottlenecks ahead of time. Finally, a set of initial hypothesis related to 

the radio resource allocation has been discussed and it will be developed during the course of the project. 

In terms of end-to-end orchestration the state of the art of all the components related to the main software 

stack led to the selection of OSM, OpenStack and OpenDaylight. Also some alternative tools have been 

explored in order to extend the concept of MANO at the very edge of the network. Then, the interaction 

between the cloud orchestrator and the SD-RAN has been analysed and, finally, the security assessment policy 

for the project has been discussed. 

All the innovation and development work performed in the aforementioned contexts has been integrated into a 

unified view, which is represented in Figure 3, where an architecture including all the discussed components 

has been depicted, in order to both emphasise the need of every building block and provide an integration plan 

for the future development and integration activities of the project.  
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Annex 1. Prototype Service Orchestrator for Extremely Resource 

Constrained Infrastructure 
 

The anticipated 5G use cases and performance requirements spanning service reliability, low latency and high 

data rates requirements domains will necessitate bringing virtualization and network intelligence to the 

network edge. Deploying a service closer to the end users reduces the time to access an application and has a 

positive impact on application layer latency and general end user satisfaction. Applications that are latency and 

bandwidth constrained such as Virtual and Augmented Reality may only experience the required QoS when 

deployed closer to the end users i.e. the network edge. However, the lack of standardization, heterogeneity of 

edge devices and a general lack of edge tailored virtualization solutions make edge computing a challenging 

task. These limitations bring several questions on the form and function of an edge cloud architecture and 

resource orchestration solutions. In this section, we present a prototype edge cloud platform for edge 

resources and service orchestration based on Kubernetes container orchestration platform. We take general 

purpose, resource constrained hardware and form a Kubernetes cluster that can support a basic set of control 

functions for service deployment, resource allocation and orchestration. Basic evaluation, platform capabilities 

and limitations are also presented. 

  

Architecture and virtualization stack 
Figure 23 depicts a subset of the physical architecture of our prototype edge cloud infrastructure and the 

virtualization stack. The hardware platform comprises ARM architecture based Raspberry Pi 3 nodes and two 

Intel x64 based Laptops arranged in a cluster and local layer 2 network. All nodes run platform specific Linux 

distribution and a container runtime daemon (Docker in this case). The choice of using Docker in general and 

container-based virtualization, in particular, was dictated by the resource limitations and hardware 

heterogeneity of the selected infrastructure nodes. To integrate these nodes into a cluster where services can 

be deployed at the cloud abstraction level, we deployed Kubernetes. Kubernetes can run on several types of 

physical nodes and has a considerably small resource requirements footprint compared with hypervisor and VM 

based virtualization platforms. The core Kubernetes control elements such as Etcd
76

 (a key-value cluster state 

database), Controller Manager (orchestration), API Server (end-user interface), DNS (service discovery in the 

cluster) and default Scheduler (VNF deployment and instantiation) run in Docker containers on a single 

Raspberry Pi node. The weave element (networking) is deployed alongside Kubernetes core control elements to 

provide overlay connectivity among service VNFs. The details of these control elements are beyond the scope 

and can be found in [77]. Kubernetes uses a Master-Worker architecture where the master node hosts all the 
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  See: https://wikitech.wikimedia.org/wiki/Etcd  

Figure 23: Physical architecture and virtualization stack components 
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main control plane elements while the worker nodes host only a subset which enable communication with the 

master node/s. For the prototype edge cloud, the master node functions are deployed on a Raspberry Pi 3 node 

and the rest of ARM and x64 nodes are connected as workers. However, by default, Kubernetes does not 

integrate nodes of different hardware architecture into a single cloud abstraction (i.e. the worker nodes must 

be of the same hardware architecture as the master node). This limitation arises during the Kubernetes 

installation process where the master node downloads control plane elements’ container images on the worker 

nodes according to its own hardware architecture. In other words, if the master node elements are instantiated 

on an ARM architecture node as in our case, Kubernetes will download ARM based images for the rest of 

cluster members including on the Intel x64 nodes which would not work. To overcome this limitation, we 

modified the configuration for master node enabling it to download architecture specific container images on 

worker nodes for elements such as kube-proxy and kubelet and weave. More precisely, we modified the control 

daemon configuration for kube-proxy by duplicating it for x64 architecture and specifying the correct 

architecture images for x64 and ARM nodes. This problem is expected to be natively addressed in future 

Kubernetes versions where control plane images are expected to be architecture aware using the Docker image 

manifests. The Docker image manifests allows for combining different architecture container images into a 

single VNF thereby giving orchestrators such as Kubernetes to extract/download the correct image for the 

underlying node architecture. Most of the ETSI MANO functions can be realized inside the Kubernetes cluster 

including VIM, VNFM and NFVO by either using the default Kubernetes control elements or by extending the 

cluster with new add-on control elements. For our prototype edge cluster, we use both these approaches i.e., 

for some functions such as end-user API, we use default Kubernetes and for other e.g., scaling, VNF deployment 

etc., we have developed an add-on. For the VIM and NFVO functions, we have developed a dedicated 

scheduling and orchestration module (detailed in the next subsection). This module, depicted in yellow colour 

in Figure 23, takes the role of VIM by elastically scaling the infrastructure resources to the requirements of the 

deployed services following a scheduling policy. For this purpose, the available physical resources of the nodes 

and requirements of the deployed services are actively monitored using the default Kubernetes cluster 

monitoring features. The same module is responsible for network service orchestration including deployment, 

scheduling VNFs and scaling. The VNFM role is shared between the Kubernetes control elements that actively 

probe the state of deployed VNFs and restart a service VNF if detected to be dysfunctional. Finally, to ensure 

service isolation and that tenants are allocated a specific subset of resources, both physical and virtual, we use 

the Kubernetes namespaces feature together with labelling of the nodes. A Kubernetes namespace is a virtual 

container for deployed services in the edge cloud which can enforce resource utilization and access restrictions 

on the services deployed in a particular namespace. With namespaces and node labels, a service can not only 

be confined to a specific set of nodes e.g., deployed on ARM and/or x64 nodes but also be restricted to a subset 

of the resources on those nodes. 

Physical and Virtual resource allocation 

Figure 24 shows the internal architecture and functions of the VNF scheduler and resource orchestrator 

(physical and virtual) component integrated with the Kubernetes (K8S) control plane elements (depicted in dark 

boxes). The orchestrator receives a policy parameter as input at start-up time and spins up two concurrent 

processes namely the Policy function and the Resource Monitor function. The policy parameter determines the 

scheduling behaviour and the placement of service VNFs on the worker nodes. Currently, two options are 

available for policy parameter targeting energy saving and load balancing in the prototype edge cluster. 

In the energy saving mode, the orchestrator targets running the least number of worker nodes in ready state in 

order to conserve energy expended by the cluster. Practically, this implies a single worker node is kept running 

for as long as the deployed service VNFs are providing the required quality of service. A new worker node is 

turned ON only when the running services are scaled beyond the resources of the running worker nodes or 

when new service deployments are requested that: (a) require more physical resources, or; (b) are targeting a 

particular node/set of nodes in the cluster with specialized hardware. A service deployment may target a 
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specific set of nodes for several reasons such as due to assigned quota, resource constraints or performance 

reasons. For example, a service may request a VNF to be deployment on a node that has SSD storage or a GPU 

for graphic processing. The master node keeps a record of the hardware attributes of the worker nodes in the 

cluster. The orchestrator can map these attributes to the requirements of a service deployment. The other 

option for policy parameter is load balancing which keeps all the worker nodes in running state and priorities 

minimal delay in service deployment and scaling latency. 

 

 

This is achieved by compromising on the overall energy consumption of the cluster. The whole service 

deployment and scheduling process is executed as follows: 

- Service deployment is requested by providing a service template file to the Kubernetes API Server 

component. To do this, a service provider needs to authenticate its access with the API Server. The 

service template is provided as YAML
77

 descriptor file specifying the service at a high abstraction level 

such as the required VNFs (Docker containers to run), hardware resources required, namespace, 

service and target node attributes. 

- The API server receives the deployment requests and pushes a scheduling request trigger to the add-

on orchestrator component. At this point, the scheduling and orchestration component has to 

determine the criteria of VNF placement and resource scaling. These include: (a) find the worker nodes 

in the cluster that have the required resources available to host the VNFs requested by the 

deployment; (b) determine, for each VNF, a single node out of the possibly multiple qualified nodes as 

host; (c) determine the state of the node which can be either ready or switched off, and; (d) bind the 

VNF to the selected node if the node is in ready state (in load balancing policy) or first boot the node if 

not ready (in energy saving policy) and then bind the VNF to the selected node once it is in ready state. 

- For task (a), a Resource Mapper function takes the requested resources of a given service deployment 

request and compares them to the active resource map maintained by the Resource Monitor process 

instantiated by the scheduler. It should be noted that the Resource Monitor keeps a real-time load of 

running nodes only and an indication of the physical capacity of the nodes that are offline but part of 

the cluster. This way, the resource mapping process considers all nodes in the cluster instead of the 
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  For more details also see, inter-alia: https://en.wikipedia.org/wiki/YAML  

Figure 24: Software architecture and functional diagram 

https://en.wikipedia.org/wiki/YAML
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online ones if the scheduling policy is load balancing or the VNFs image is for a particular hardware 

architecture. The resource mapper will return the list of all qualified nodes that can host the service 

VNFs regardless of the current state of those worker nodes. 

- For task (b), the policy function is responsible for reducing the possible list of several qualified worker 

nodes in (a) to a single node based on the policy used by the scheduler. It is worth pointing out here 

that this process is sequential; i.e., a deployment may contain several VNFs (containers) and the 

deployment of those containers are carried out sequentially in order to fulfil the load balancing or 

energy saving policy requirements. 

- For task (c), the node activator module takes care of booting up a node based on the node ID in case it 

is offline. It uses the wake-on-LAN
78

 feature of the network interface cards on the worker nodes. 

- Finally, for task (d), the binder function does the actual scheduling of the VNF on the selected qualified 

node. For this, the binder interacts with the Kubernetes control plane elements to download the VNF 

container image (if not present locally), and then boot it up with the required resources provisioned. 

Lastly the Binder function logs the success and failure events of the binding process. 

 

This prototype edge cloud has been evaluated for its control plane elements’ resource consumption (Storage, 

Memory and CPU) and its performance in terms of service deployment and deletion latencies. Figure 25 shows 

the image sizes of Kubernetes core control plane elements and our add-on purpose-built scheduler and 

orchestrator component (labelled as Sch+Orch). The add-on component has been implemented in Golang 

programming language and compiled into a static binary. As evident from Figure 25 the container image sizes of 

the core Kubernetes elements are small enough to be deployed on tiny storage resource constrained devices. 

Furthermore, it is very easy to create add-on elements for specific functionality in the cluster such as the 

Sch+Orch component that has our statically linked binary embedded inside a tiny sized Docker image (5.3MB 

only). 
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  See: https://en.wikipedia.org/wiki/Wake-on-LAN  

Figure 25: Container image sizes for core control elements 

https://en.wikipedia.org/wiki/Wake-on-LAN
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Figure 26 shows the CPU and Memory utilization on the Master node (Raspberry Pi 3) of the three main control 

elements that are used during deployment of a service containing two VNFs. In general, all elements have a 

very small resource utilization footprint during an actual service deployment. However, since our custom 

Sch+Orch element takes away the scheduling and orchestration duties from the Kubernetes default scheduler, 

there is no observable variance in its CPU and memory consumption during the deployment. In fact, the only 

significant variance is in the memory requirement footprint of the API server and the CPU utilization of our 

scheduler VNF. This is expected since a service deployment is an active interaction process between the 

Kubernetes API Server and the VNF scheduler. To evaluate the scheduling and service deployment capabilities 

of the prototype cloud platform and to analyse the effects of scheduling policies on the deployment latencies, 

we deployed a couple of prototype web and video streaming edge services in our evaluation platform. 

 

Figure 27 shows the two prototype services and their VNF composition. On the left side, a service that 

combines web services and access services is depicted. This service targets the ARM nodes in the cluster as the 

Docker images for Nginx VNF and Wi-Fi access point VNFs have been developed for that platform. The 

association between VNF architecture and the nodes having that physical architecture is done by label 

Figure 26: CPU and memory utilization of core control elements 

Figure 27: Prototype edge services for web hosting and video streaming 
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matching between the service template (YAML file) and the labelled nodes in the cluster. On the right side in 

Figure 27 a mixed architecture streaming service is depicted. This service template exemplifies a video 

streaming scenario where users of different privileges may be provisioned video streaming service of different 

quality. The VNFs in this service includes an access VNF (Wi-Fi access point) and two streaming VNFs that 

stream video files in different quality. The video files are provided to both streaming services by a backend 

video store. To eliminate some of the latency factors of service deployment, all the Docker images for required 

service VNFs were downloaded prior to the actual service deployment. Figure 28 shows the service deployment 

and deletion times for the two depicted services per the load-balancing and energy saving scheduling policies. 

The web-service is entirely hosted on ARM nodes and uses the load-balancing scheduling policy. As evident, the 

service takes approximately 26 seconds to be active in the edge cloud including providing the Wi-Fi Access and 

the Nginx web-server
79

. The video streaming service is deployed on different architecture nodes where most of 

the streaming VNFs are deployed on x64 machines while the Wi-Fi access VNF is hosted on ARM node. This 

service uses the energy efficiency scheduling policy where the x64 machine is offline at the start and is first 

booted up from before the streaming VNFs can be deployed. The x64 node (Ubuntu laptops) takes around 50 

seconds to boot up and associate with the Master node. The load balancing and energy saving policies can be 

mixed depending on the service requirements. Figure 28 also shows the respective deletion times for the two 

example edge services. 

 

Service scaling 

Scaling has two dimensions in our prototype cloud environment: horizontal scaling and vertical scaling. 

Horizontal scaling spans both physical and virtual domains. In the physical domain, the scaling implies the 

addition of new nodes to the cluster as workers thereby extending the available VNF hosting capacity of the 

edge cloud environment. As discussed in the previous section, horizontal physical resource scaling utilizes the 

wake-on-LAN feature of the network interface cards to boot a worker node into an online state from an offline 

state. In the case of virtual horizontal scaling, additional copies of a VNF are instantiated and deployed on the 

worker nodes. This is done by using active monitoring of the resources used by the deployed containers. 

Kubernetes intrinsically uses cAdvisor and Heapster to monitor the resource utilization of the deployed 

containers. The usage statistics can be queried by other control plane functions such as our add-on controller to 

decide on service scaling. The default monitoring includes vCPU consumption and allocation memory utilization 

percentage. If the load on the VNFs exceeds the required CPU and memory consumption levels, a new 
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  See: https://nginx.org/en/  

Figure 28: Service deployment and deletion latencies 

https://nginx.org/en/
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container is booted up and integrated into the service layer. The service layer intrinsically performs basic load 

balancing across the deployed service VNFs. For example, in the video streaming service described in the 

previous section, if multiple streaming VNFs are deployed, the end-users will be distributed among them. In 

vertical scaling, the amount of CPU and memory resources allocated to the VNFs can be updated at runtime by 

the Kubernetes controller. The control loop includes the same monitoring elements for its scaling decisions. 

Federation 

Considering that the network edge covers large geographical areas, it may not be feasible to centralize the 

virtualization and MANO functions for all network segments. A federation solution may be needed to integrate 

isolated edge cloud instances. The need for federation across cloud instances is valid even for centralized cloud 

infrastructures where large business entities deploy data centres in different geographical locations (e.g. 

Amazon, Google and Microsoft cloud infrastructures). In spite of the geographical distances, their cloud 

infrastructure provides seamless service deployment functions to their end-users. The need for inter-cluster or 

inter edge-cloud federation exists for the network edge as well and must be addressed considering that the 

network edge resources are segregated across large geographical areas and dispersed locations. Kubernetes 

clusters provide the possibility of creating a federation of cluster with the same principles as for a single cluster. 

A set of clusters can be tied into a master-worker relationship where the master cluster provides an interface to 

the users to deploy a service spanning several clusters. This feature however is in beta state and has not been 

extensively tested. 
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Annex 2. Xen-Specific Virtualization Optimizations 
 

In Section 2.2, we described how to improve the VM instantiation performance of hypervisors. Within this 

section, we mentioned that we ran our experiments on Xen, and that we encountered roadblocks to 

performance that were most likely quite Xen-specific. The Xen-specific issue in this case is the XenStore.  

The XenStore is a central information store used by the hypervisor to keep information about all machines. In 

our experiments, it quickly became apparent that parts of the XenStore were never designed for high-density, 

lightweight VM deployments. For example, each VM is assigned an identifier in form of a string, and on each 

VM initialization, the XenStore compares the new VM’s identifier string with all other already existing 

identifiers to ensure uniqueness. This alone accounts for a significant part of the increase. If further 

performance optimization is desired, more radical steps can be taken. The XenStore can be completely 

eliminated if some of the features that are crucial to the correct functioning of the VM management are 

replaced. This principally concerns device initialization information, where the XenStore is used as a data 

exchange method between the control domain and the VM. Instead, this information can be exchanged via 

memory shared between the two entities. This has the added side-effect that it eliminates a single point of 

failure in Xen’s architecture: if the XenStore ever crashes or becomes corrupted, nothing short of a reboot of 

the physical machine can solve this problem; and worse, because the XenStore contains device information, 

migration of the VMs running on that physical machine is also not easily possible. Implementing this 

“NoXenStore” mechanism has a massive effect on boot times. As mentioned in the main text, the unikernel 

instance used for the test, which took less than 100 ms to boot for the first VM and almost 1 s for the 1000
th

 

VM, now only took about 8ms for the first one and 15 ms for the 1000
th

 one. 
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